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ABSTRACT: We consider the use of a cluster system with a shared nothing architecture for 
update-intensive autonomous databases. To optimize load balancing, we use optimistic 
database replication with freshness control. We propose a solution to transaction routing that 
preserves database and application autonomy and a cost model to estimate replica freshness. 
Then we propose an algorithm for transaction routing that takes into account freshness 
requirements of transactions and replica freshness. We implemented our solution on a Linux 
cluster running Oracle 8i and performed extensive performance experiments using the TPC-
C OLTP benchmark. Our results show that our solution outperforms existing solutions for 
typical transaction workloads. 
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1. Introduction 

We consider the use of a cluster system with a shared nothing architecture for 
update-intensive autonomous databases hosted at an Application Service Provider 
(ASP)  [4]. The challenge for the provider is to fully exploit the parallelism and load 
balancing capabilities of the cluster system to obtain a good cost/performance ratio. 
The typical solution to obtain good load balancing is to replicate data at different 
nodes so that users can be served by any of the nodes depending on the current load. 
This solution has been successfully used by Web sites such as search engines using 
high-volume server farms (e.g., Google). However, Web sites are typically read-
intensive which makes it easier to exploit parallelism. In particular, routing an 
incoming query to one of the nodes can be done with a simple round-robin 
algorithm. In the ASP context, this is more difficult because applications can be 
update intensive and both applications and databases must remain autonomous so 
they can be subject to definition changes to accommodate customer requirements. 

This work is done in the context of the Leg@Net project1, whose objective is to 
demonstrate the viability of the ASP model for pharmacy applications in France. 
Our solution exploits an optimistic replicated database organization to perform 
transaction routing. With optimistic replication  [7], transactions are locally 
committed and different replicas may get different values. Replica divergence 
remains until reconciliation. Meanwhile, the divergence must be controlled for at 
least two reasons. First, since synchronization consists in producing a single history 
from several diverging ones, the higher the divergence is, the more difficult the 
reconciliation. The second reason is that read-only applications do not always 
require to read perfectly consistent data and may tolerate some inconsistency. In this 
case, inconsistency reflects a divergence between the value actually read and the 
value that should have been read in ACID mode. Non-isolated queries are also 
useful in non replicated environments  [3]. Specification of inconsistency for queries 
has been widely studied in the literature, and may be divided in two dimensions, 
temporal and spatial  [10]. An example of temporal dimension is found in quasi-
copies  [1], where a cached (image) copy may be read-accessed according to 
temporal conditions, such as an allowable delay between the last update of the copy 
and the last update of the master copy. The spatial dimension consists of allowing a 
given "quantity of changes" between the values read-accessed and the effective 
values stored at the same time. This quantity of changes, referred to as import-limit 
in epsilon transactions  [12], may be for instance the number of data items changed, 
the number of updates performed or the absolute value of the update. In the 
continuous consistency model  [1], both temporal dimension (staleness) and spatial 
dimension (numerical error and order error) are controlled. Each node propagates its 
writes by either pull or push access to other nodes, so that each node maintains a 
predefined level of consistency for each dimension. Then each query can be routed 
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to a node having a satisfying level of consistency (w.r.t. the query) in order to 
optimize load balancing. 

In this paper, we strive to capitalize on the work on relaxing database 
consistency for higher performance which we apply in the context of cluster 
systems. We make the following contributions: (i) a routing architecture for cluster 
systems that preserves database and application autonomy using non intrusive 
techniques that work independently of any DBMS; (ii) a model to estimate replica 
freshness; it is generic enough to estimate the freshness of databases updated by 
autonomous applications without needing the details of their transaction code, and 
accurate enough to improve transaction routing; (iii) an algorithm for transaction 
routing that takes into account freshness requirements of transactions and replica 
freshness to improve load balancing; (iv) a validation based on the TPC-C OLTP 
benchmark  [11] to measure the performance benefits of our approach in comparison 
with exiting routing solutions. 

This paper is organized as follows. In Section 2, we define the basics concepts 
of replica freshness, transaction policy and transaction execution plan. Section 3 
presents our router architecture. Section 4 presents our algorithms for efficient 
transaction routing. Section 5 presents the experimentation results that validate the 
efficiency of our routing algorithms. Section 6 concludes. 

2. Basic concepts 

Our general objective is to optimize load balancing using replication without 
hurting database autonomy  [5]. Thus we can only replicate entire databases at 
several cluster nodes. In other words we cannot replicate subsets of databases. With 
optimistic replication, several database replicas (at different cluster nodes) at a given 
time can have different states because they have not yet reached the latest consistent 
database state2, i.e. the state obtained after correct execution of all transactions 
received. And transactions submitted to the cluster system may have specific 
consistency requirements. In order to perform transaction routing with precision 
control, we must define the precision of a database replica. Then, based on this 
definition, we can define the concepts of transaction policy and transaction 
execution plan which are produced by the transaction load balancer. 

2.1. Replica freshness 

Intuitively, the freshness of a replica captures the quantity of changes (made to 
other replicas of the same database) which have not yet been applied to it  [6]. Thus, 
if the quantity of changes is zero, we say that the replica has maximum freshness, 
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i.e. has the latest consistent state. This quantity of changes is referred to as import-
limit in epsilon transactions  [12]. A transaction’s changes typically involve 
relations. Thus, we define the quantity of change at the relation level. Let R be a 
relation modified by T, we denote by Change(T,R) the maximum number of tuples 
of R modified by T. The freshness of a relation replica R can then be captured by the 
quantity of change which has been made to the other replicas but R. Let TR be the 
set of transactions which have modified these other replicas, the freshness of R can 
then be defined as all the changes made by TR, i.e. 

Freshness(R) = ∑i (Change(Ti,R) |Ti ∈ TR) 

Thus, we can define the freshness of a cluster node N that replicates a database 
with n relations as: 

Freshness(N) = { (Ri,Freshness(Ri)) |i=1,n} 

2.2. Transaction Policy 

The router uses the transaction policy to control the execution of a transaction at 
the required level of freshness. In order to preserve database autonomy, we define 
the transaction policy based on relations and transactions only. We cannot use a 
finer level of granularity because databases and applications do not expose the 
details of transaction code to the router. The transaction policy describes the 
transaction requirements and its effects on the database. The transaction policy first 
describes which cluster state is required before running a transaction. We define the 
cluster state for a transaction T based on the cluster’s data freshness and the 
execution of transactions conflicting with T The requirement about data freshness is 
the minimal freshness of all relations accessed by the transaction. Let RT be the set 
of relations accessed by T, we define the freshness of T as: 

Freshness(T) = {(Ri, Freshness(Ri)) | Ri ∈ RT} 

The requirement about transactions conflicting with T aims to prevent non 
resolvable conflicts. It is the set of transactions that must precede the transaction. It 
is deduced from commutability property of transactions. We denote it by 
Precede(T). 

Precede(T) ={Ti | (Ti, T) not commutative} 

The transaction policy also describes the changes made by the transaction for all 
relations updated by T. Let R'T be the set of relations updated by T, we define the 
changes of T as: 

Change(T) = {(Ri , Change(T, Ri)) | Ri ∈ R'T} 

Thus, we define the transaction policy (TP) as: 

TP(T) = (Freshness(T), Precede(T), Change(T)) 
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2.3. Transaction Execution Plan 

The transaction execution plan describes how the router executes a transaction T 
in the cluster. It describes the replica N where to process T and the pre-processing to 
perform in order to reach the cluster state required by T. Let Sync be the sequence of 
all transactions that must precede T, along with the transactions that make the 
replica N fresh enough, we define the transaction execution plan (TEP) as: 

TEP(T) = (N, Sync(T)) 

2.4. Motivating Example 

To illustrate how transaction routing with freshness control improves load 
balancing, we consider an example based on TPC-C benchmark. We focus on the 
table Stock(item, quantity, threshold). Transaction D decreases the stock quantity of 
item id by q. 

procedure D(id, q):  update Stock set quantity = quantity – q where item = id; 

Now, assume query Q that checks for stocks to renew: 

select item from Stock where quantity < threshold 

We measure the change made by a transaction and the freshness as a number of 
modified tuples. D changes 1 tuple and requires a freshness of 2, (i.e., D can be 
executed on a replica that has not yet received the last 2 D transactions executed on 
other replicas), while Q does not have any freshness requirement. A sale application 
executes a sequence of D transactions, a renewal application executes a sequence of 
Q queries. Load is made of 2 sale and 2 renew applications concurrently. Stock data 
is replicated at nodes N1 and N2. Figure 1 illustrates incoming transactions: 

Incoming transactions

Router

D1
…
D12
D11

D2
…

D22
D21

Q1
…

Q12
Q11

Q2
…

Q22
Q21

N1

DBMS

N2

DBMS

D11, D21, Q22,…routing 1 Q11, Q21, D11, D12,…

D11, D21, D12, D22routing 2 Q12, Q21, Q12, Q22

 
Figure 1: Routing example 
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Assuming that N1 and N2 can process a query at the same time, we show the 
scenario of two routing strategies. The first strategy chooses the least loaded node to 
process every incoming transaction. Thus, on average, N1 processes as many D 
transactions as N2, (idem for Q). For instance, at start time D11 executes at N1, then 
Q11 at N2, then D21 at N1 concurrently with D11 already running, then Q21 at N2 
concurrently with Q11 already running. Because of the refresh requirement of D, 
when D12 comes in, if the least loaded node is N2, the router propagates D11 on N2 
before processing D12 to make N2 fresh enough. After a while, both nodes will 
remain fresh at the expense of processing all D's. This strategy yields low response 
time because of the overhead of processing all D's twice. 

To avoid this overhead, the second strategy chooses the node whose freshness is 
as near as possible to the transaction requirement. Thus, when D12 comes in, the 
router chooses N1 because it is fresh enough to process D12, whereas choosing N2 
would have required to propagate D11. Therefore, after a while, N1 becomes 
dedicated to D and N2 to Q. Thus, every D is processed only once and the response 
time of D and Q is improved compared to the first strategy. The minor drawback is 
that N2 is not fresh anymore because it misses all D's. This example illustrates the 
importance of the processing cost of refreshing a node for the routing decision.  

3. Router architecture 

In this section, we introduce the architecture for processing transactions coming 
from applications into our cluster system and propose our solution for load 
balancing. Typically, an application is a program that connects to a DBMS to 
process a transaction. During its execution, the application may process several 
transactions. Because of its autonomy; the application is not aware of transactions 
load balancing opportunities offered by the cluster. For that reason, we design a 
router in charge of transactions load balancing. The general processing of an 
application is as follows. First, the application executes at a cluster node. When the 
application calls a DBMS, the call is trapped to be redirected to the router. The 
router chooses a DBMS node to process the transaction, then it sends the result back 
to the application. The router seamlessly integrates with existing applications and 
their DBMS, to take advantage of the cluster computing power and parallelism. 

The router architecture fits in a cluster system preserving applications and 
databases autonomy  [5]. To preserve database autonomy, the cluster system exploits 
a shared nothing architecture, thus each DBMS node accesses data on separate 
disks. The router is itself distributed at each application node to avoid any 
bottleneck. The router instances use a distributed memory layer to share common 
data  [2]. Our router architecture is thus motivated by the following requirements: (i) 
The router must be aware of which node is able to process a transaction. The router 
must prevent non resolvable conflicts between concurrent transactions and should 
not compromise data consistency. (ii) If several nodes can process a transaction, the 
router should choose the one which yields the most efficient execution. (iii) Because 
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of replication, the router has to propagate a transaction on all replicas. This 
synchronization work should interfere as little as possible with the actual transaction 
processing, to reduce overhead. 

The router architecture is shown in Figure 2, with the following modules.  

app1

Router

Trans. Policy Manager

transactions 

cluster
state

Trans. Execution Plan 
Generation

Execution control

appn

Synchronization

sensor

Legend:

execution
rules

module

cost model

function

static data

dynamic data autonomous DBMS (cluster node)

app autonomous application (cluster node)

ordering

optimization strategy
refreshment

TP

TEP

Sn

Sn

S1

 
Figure 2: Router architecture 

3.1 Transaction policy manager 

The transaction policy manager produces a transaction policy (TP) for every 
transaction coming from the applications. Its function is to determine the 
transactions requirements, based on execution rules. It finds the minimal freshness 
required for processing T, assuming that low freshness will yield more parallel 
access to replicas, thus increasing overall performance. Then, it determines among 
the transactions already executed but still not propagated to all replicas, which 
transactions must precede T in order to prevent non resolvable conflicts. Finally, 
this module computes the effect of processing T at a replica (i.e., Change(T)). The 
change is used to estimate the replica’s freshness. 

3.2 TEP generation module 

To perform load balancing, the TEP generation module chooses a replica (i.e., a 
node) to process a TP with maximal efficiency. It considers several nodes as 
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potential candidates. If a candidate node is not fresh enough, the TEP generation 
module estimates the set of transactions to propagate to that node in order to reach 
TP requirements. 

To choose an efficient node, the TEP generation module needs some information 
about the cluster state. Intuitively, the more information we know about the cluster 
state, the better we can estimate the behaviour of the cluster and choose the best 
node. For that reason, the TEP generation module uses a cost model to estimate 
transaction processing time. The cost model takes as input the cluster state which 
describes the current cluster load including which transaction is at which node and 
the freshness of each node. 

If several transactions come concurrently (or in a short time interval), the 
optimization objective is to minimize the response time for a set of transactions. In 
that case, we consider reordering the whole set of incoming transactions to find a 
more efficient ordering. The number of transactions to consider for reordering 
depends on the transactions inter-arrival time. The simplest case is to consider each 
incoming transaction individually. In that case, the objective is to minimize the 
response time for each incoming transaction. Although simple, this case is well 
adapted when waiting for many transactions before routing is too long compared to 
the transaction response time. 

3.3 Synchronization module 

The synchronization module finds the appropriate timings to propagate 
transactions to other replicas with minimal overhead. To avoid useless 
synchronization, a solution is to propagate as late as possible, only when needed by 
a transaction. On the other hand, late synchronization is not always optimal. For 
instance, during a period of incoming transactions which do not require any 
freshness, the nodes freshness is decreasing continuously. At the end of that period, 
the next incoming transaction requires some freshness. Since all nodes are far from 
reaching the requirement, the amount of synchronization to perform is high and may 
slow down the transaction. Assuming in advance that such a transaction will occur 
would give the opportunity to prepare the cluster by starting synchronization work 
earlier. 

Thus, the synchronization module propagates a transaction at a node depending 
on two conditions: (i) if the node freshness is below a given limit or (ii) if the node 
load is below a given limit. The values of the freshness and node load limits that 
trigger the synchronization depend on the application and workload. 

3.4 Illustrating example 

For instance, the application app1 sends a sale transaction D(q, id) to decrease 
the quantity of item id by q. Then, the transaction policy manager produces a 



     9 

transaction policy for D depending on the execution rule. The execution rule for a 
sale states that a sale should not empty the stock (i.e., a minimal quantity must 
remain in stock). Thus, the TP manager expresses the policy in terms of a freshness 
requirement, stating that D may access any replica, even if it missed some sales, as 
long as its freshness is at a level f. The TP manager computes f, based on its 
knowledge about the application. If the TP manager cannot guarantee that the stock 
is not emptied, because it does not know enough details about incoming sales, then 
it builds a more restrictive policy that imposes to process D and all conflicting sales 
at the same DBMS, delegating the consistency enforcement to the underlying 
DBMS but reducing parallel processing opportunities. 

4. Transaction routing algorithms 

The transaction routing problem can be stated as follows: given the cluster's state 
(node load, running transactions) and a set of incoming transactions, choose an 
optimal, fresh enough, node to execute every T at that node. A node is candidate 
once it received all transactions from the precedence list and its freshness is higher 
than the required freshness. In this section, we propose an algorithm to generate 
candidate TEPs and a cost function to choose a TEP. Then, we propose an algorithm 
to find an efficient node while guaranteeing a response time below a given limit. 

4.1 Algorithm to generate candidate TEPs 

We briefly sketch the algorithm to generate a set of candidate TEPs for each 
incoming transaction policy TP. The algorithm must find candidates among the 
cluster nodes. Assuming that the time to find candidates is small compared to 
transaction processing time, we perform an exhaustive search among all nodes. For 
each node N, we first check if N already processed all transactions from the 
precedence list. Let Tprec be the set of transactions from Precede(T) that have to be 
executed at N. If Tprec is not empty, we adjust the node freshness to reflect the state 
after processing Tprec. Then, we check that N is fresh enough. Let Tsync be the 
minimal set of transactions to process at N such that Freshness(N) reaches 
Freshness(T).  

To compute Tsync, we need to compute Ns, the state of node N after 
synchronization as follows. First, Ns is initialized with N’s state. Then, we iterate 
over all freshness requirements. For each requirement, (1) we find the Ns freshness 
value f that does not reach the requirement; (2) while Ns freshness has not reached 
the requirement, (2.1) we find a transaction ts to synchronize and improve f, (2.2) 
add ts to Tsync, and update Ns freshness such that ts is propagated to Ns. 

Tsync is then added to Tprec to get the resulting TEP candidate: TEP(T) = (N, 
Tprec union Tsync). Once we have produced all TEPs, we use a cost function to 
choose one. 
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4.2 Cost function 

Let P be the set of candidate TEPs and cost1(p) the cost function to estimate the 
response time of a TEP p, we choose N that minimizes the cost of processing p in 
addition to the preliminary cost to synchronize N. Thus, we choose N such that: 

cost1(p) = min({cost1(p) | p ∈ P}), with p= TEP(T) = (N, Sync(T)), 

and cost1(p) = cost1(T, N) + ∑i {cost1(si, N) | si ∈ Sync(T)} 

Let us now define function cost1(T, N). In our context, due to application 
autonomy, we do not know the details about elementary read and write operation of 
a transaction. Therefore, we assume that system resource consumption (CPU, I/O) is 
uniformly distributed during all the transaction processing time. To take into 
account concurrent transaction processing, we define a cost function cost1(T,N) 
based on node load and elapsed time of running transactions at N. Let load(N) 
represent the DBMS load at node N (load > 1). The load is based on operating 
system load whose value increases with the number of concurrent transactions. Let 
avg_time(T, N) be the average time of processing T at N (avg_time is based on 
previous execution and is normalized for a load of 1), and t∆ the elapsed time for T 
at N, we define rt(T, N) the remaining time for T at N as: 

)
)(

)(,1max(),(
Nload

tTavg_timeNTrt ∆
−=

 
We set a lower bound for rt (rt>1) meaning that a running transaction did not 

end its processing yet. This avoids meaningless rt values in case the average time 
estimation is smaller than the response time. Then, given RTN the set of running 
transactions at node N, we define cost1(T,N) as: 

∑
∈

+=
NRTi

NirtNTavg_timeNTtimeavg_NloadNT ))),(),,(min(),((*)(),(1cost  

The time interval, during which T is running concurrently with another 
transaction of RTN, is the minimum among the time of T and the remaining time of 
the concurrent transaction. 

To validate our definition for the above cost function, we compare it with the 
function cost2 that requires less information about current executions. It relies on 
the node load and the number of concurrent transactions, without the detail of how 
long two transactions run concurrently. Thus, given c the number of running 
transactions at node N, and s be the number of transactions to propagate at node N (s 
= card(Sync(T))), we define cost2(p) as: 

cost2(p) = load(N) * (c+s+1) / c 

Another frequently used strategy for load balancing is round robin. However, 
round robin performs well only when the incoming load is uniform. Furthermore, 
round robin considers every node as equal to process transactions that require 
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freshness. Thus, the router propagates transactions at every node and misses the 
opportunity for minimizing synchronization load. 

The efficiency of the routing strategy measures the ability to choose the optimal 
node, i.e. which minimizes response time. The node choice depends on the relative 
accuracy of the cost function. Given N1 and N2 the nodes chosen with function 
cost1 and cost2 respectively, the relative efficiency of cost1 versus cost2 is: 

Eff = time(T, N2) / time(T, N1) 

4.3 Routing synchronization transactions 

When the router receives an incoming transaction T, it chooses a node. Then, if 
the node requires synchronization, the router first sends the required 
synchronization at the node before sending T. Therefore, the synchronization time 
may greatly increase the overall transaction response time. To avoid this, the 
synchronizer propagates transactions in advance to prepare some nodes for 
subsequent incoming transactions. To avoid overhead, the synchronizer operates 
only on idle nodes. It shares with the router the list of transactions to synchronize at 
each node. 

We design our router in the context of autonomous OLTP applications. The 
main requirement for such interactive applications is to guarantee that response time 
never increases upon an acceptable limit, and avoid staleness. Staleness is due to hot 
spots of incoming transactions that overload the underlying DBMS. For typical 
OLTP applications, the transactional workload is a set of terminals that send a 
sequence of transactions. The terminal waits for a think time between the end of a 
transaction and the beginning of the next one. Since the think time is randomly 
distributed (in a given interval), when n terminals operate concurrently, the number 
of simultaneous incoming transactions varies randomly from 1 to n. Therefore, 
when n transactions occur at the same time, the router should assign them enough 
resources (i.e., cluster nodes) to ensure that response time is under an upper bound. 
The maximum tolerated response time depends on the application. For instance, a 
sale transaction that is part of an interactive dialogue with the user, requires a 
response time smaller than 1s. In the following, we consider that the required 
response time cannot be less than the time to execute a transaction alone on a cluster 
node (with all DBMS resources available for that transaction). 

In addition to the transactional workload, the query workload is a set of long 
running read-only queries that require a lot of resources. Our main objective is first 
to ensure that they do not slow down the transactional throughput. Once we reach 
this objective, the secondary objective is to reduce the response time of theses 
queries. Therefore, the optimization objectives are: ensure that transactions 
response time is below a given limit, and minimize query response time without 
interfering with running transactions. We assume that we can process a transaction 
at a node that did not yet receive all previous transactions. This implies that every 
transaction does not require high freshness. Therefore, most of the transactions only 
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require freshness on data updated by a subset of previous transactions (the 
application does not impose a unique global ordering of all transactions but only 
some partial ordering). Thus, our solution uses more than one node for transactions 
processing, if necessary. 

Our OLTP-oriented algorithm separates the nodes responsible for transactions 
processing from the nodes responsible for query processing. Because the number of 
concurrent incoming transactions is not constant over time, the algorithm 
dynamically assigns a node either for transaction or query processing. To ensure 
optimal usage of cluster nodes, our algorithm dedicates the minimal set of nodes to 
transactions, the remaining nodes being available for long running queries. To 
support hot spot load when the number of simultaneous transactions is increasing 
quickly, the router always maintains one node, as fresh as possible, ready to process 
incoming transactions if all other nodes cannot guarantee required response time. 
Our algorithm computes the minimal ordered list of nodes that process incoming 
transactions.  

Our algorithm integrates with the algorithms described above for TEP 
generation, cost estimation and node synchronization. Let N be the set of all cluster 
nodes ni, NT the set of nodes dedicated to transactions, NQ the set of nodes dedicated 
to queries (N = NQ  ∪ NT), and Tmax the maximum allowed response time for a 
transaction. The algorithm proceeds as follows. It first assigns one node for 
transactions (NT ← n1), then for each incoming T: if T is a query (i.e., Change(T) = 
∅), it finds candidates TEPs among NQ, then chooses candidate node n that 
minimize cost function cost1 else (i.e., T is a transaction), it iterates over n in NT: 
computes the TEP for T at n, computes its cost using cost function cost1 until it is 
less than Tmax. Then, T is processed at n. We ensure that NT has exactly one idle 
node by moving the least loaded node from NQ to NT (after having synchronized it), 
or removing extra idle nodes from NT to NQ.  

4.4 Discussion 

Let us briefly compare our algorithm in Section 4.3 with other solutions. A naïve 
solution is to assign only one node for transactions processing. In that case, the 
transaction response time increases with the number of concurrent transactions. This 
solution does not scale up, because the only way to ensure the response time below 
an upper bound is to limit the number of concurrent terminals. Another solution is to 
assign all nodes but one, for transactions processing. This can yield best response 
time when the number of concurrent incoming transactions equals the number of 
nodes dedicated to transactions. But, for smaller numbers of incoming transactions, 
many nodes may remain idle instead of leveraging the query workload concentrated 
at one node. 

Another solution is to let every node process both transactions and queries. 
Although this minimizes the average transaction response time, it does not impose 
any limit on the maximum transaction response time nor does it favour transactions 
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over queries when necessary. We could try to improve this solution by adding an 
input queue with priority at every node, and assigning a high priority to transactions 
and a low priority to queries. But this does not prevent situations where every node 
is used for query processing, thus no node would be able to process the next 
incoming transaction within the expected time. We might overcome this drawback 
by stopping running queries at the least loaded node to make it available for the 
incoming transaction. But we consider that the penalty to stop and restart a query is 
too high in our context of long running queries. 

5. Performance validation 

In this section, we validate our approach through experimentation. We first 
describe the router implementation and the experimental environment for 
transaction routing. Then, based on experiments, we compare the performance of 
our cost-based routing with other routing strategies. We show that, for transactions 
with low freshness requirement, the router improves response time. We also show 
that, for long running queries, the router saves synchronization work while 
guaranteeing effective transaction response time. 

5.1. Experimental environment 

We have implemented all the router modules in Java. The router acts as a JDBC 
server for the application, preserving the application autonomy through the JDBC 
standard interface. Inter-process communication between the application and the 
router uses the RMI standard. The cluster has 5 nodes (Pentium IV 2Ghz, 512 Mb 
RAM) connected by a 1 Gb/s network. One node is used to route queries and 
control node freshness while the others host a database replica. All the nodes run the 
Oracle 8i DBMS under Linux. To reduce contention, the router takes advantage of 
the multi-threading capabilities of Java based on Linux’s native threads. For each 
incoming transaction, the router delegates TEP generation and execution to a 
distinct thread. The router sends transactions for execution to DBMS nodes through 
JDBC drivers provided by the DBMS vendors. To reduce latency when executing 
transactions, the router maintains a pool of connections to all cluster nodes. 

We have implemented the load(node) function, used for cost estimation, by 
calling the OS level function that returns the mean CPU load of the last minute. We 
do not use the instantaneous load since it is too instable and differs too much from 
the average load in the time interval (a few seconds in our context) of processing a 
query. 

To measure the router performance for typical OLTP applications, we have 
implemented the main parts of the TPC-C benchmark  [11]. The TPC-C database (2 
Gb of data within 9 relations, the Stock relation has 1 million items and the 
OrderLine relation has 3 million tuples) is replicated at each DBMS node. TPC-C 
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transactions are implemented as stored procedures. In the following experiments, we 
consider the new-order update transaction, the stock-level transaction and the order-
status query. We developed a workload generator as a set of application terminals 
sending transactions simultaneously. The terminals deliver various transaction 
throughputs. The throughput is constant or not depending on the experiment. A 
terminal sends either front-office transactions (new-order) or back-office queries 
(stock-level, order-status). 

In the following experiments we compare transaction response time with a 
reference response time that is the time to process a transaction alone at a node. We 
call it the standalone response time of a transaction. 

5.2. Comparison with other routing strategies 

We compare the proposed cost-based routing algorithm (using function cost1) 
with two other simpler strategies: round-robin, and CPU-based strategy (using 
function cost2). The goal is to show that cost-based routing outperforms other 
strategies when the workload is irregular enough to reflect real applications. We 
focus on two frequent reasons of irregularity: the skew in execution time and the 
skew in unitary CPU consumption. To experiment the behavior of the router, we 
define two workloads W1 and W2. W1 is a mix of short and long queries that 
consume CPU uniformly. W2 is a mix of transactions and queries that do not 
consume the same amount of CPU but have the same standalone response time. 

We denote by n the number of DBMS nodes. For W1, the generator sends a 
sequence of short queries and a long query every n queries. To assert that both 
queries consume CPU resource uniformly per time unit, we implement the long and 
short queries as a stored procedure which performs c calls to order-status (with c=5 
for the short query, and c=15 for the long one). The standalone response time for 
short and long query is respectively 2s and 7s. Figure 3a shows, for different values 
of n, the mean execution time of queries for each strategy. RB, CPU and EST 
represent respectively the mean execution time for the round-robin, CPU-based, and 
estimation-based strategy relying on our cost model. We can see that the round-
robin strategy yields response time that is up to 10 times greater than the response 
time with other strategies. Thus, it is unsuitable for routing queries having different 
execution times. We observe that the disadvantage of round-robin reduces as the 
number of nodes increases, this is because W1 irregularity (one long query out of n) 
has less influence (1/n) when n increases. In Figure 3b, we distinguish between the 
execution time of long and short queries in the case of the round-robin strategy. It 
shows poor performance of long queries because the router always assigns the same 
node to process long queries (that is the worst routing choice). 
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long queries with the round-robin strategy 

For each strategy, we also measured the CPU load variation during the 
experiments in Figures 4a, 4b, and 4c. A load value above 1 means that the node is 
overloaded: the bigger it is, the more overloaded it is.  
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Figure 4a shows that the node which receives the long queries is overloaded 
(saturation) resulting in very long response time while the other nodes are under-
loaded. The CPU based-strategy yields good performance since all queries have 
identical unitary CPU consumption, meaning that execution time is basically a 
factor of the number of queries currently executed at the node. However, as we rely 
on the mean CPU load of the last minute, we can have a delay before the CPU load 
function takes into account a query which has just been started. At a given time, let 
N1 be the least loaded node, the router will send all subsequent queries at N1, as 
long as the load function does not reflect the load change. Thus, the node gets 
overloaded until the load function reflects the actual node state. This is shown in 
Figures 4b and 4c. The CPU load measured during the experiment with the CPU-
based strategy (≈ 1.4) is higher than the one measured with the estimation-based 
strategy (≈ 0.7). 

In another experiment, we measure response time under W2 workloads. For W2, 
the generator delivers alternatively three transactions: new-order, order-status and 
stock-level. Every terminal delivers a constant throughput of 15 transactions per 
minute, and the number of terminals equals n (the number of nodes). Thus, W2 
throughput increases from 15 to 60 transactions per minute. Each transaction has a 
different CPU consumption. The execution time is shown in Figure 5a. We observe 
that the mean execution time for 3 nodes using RB is particularly high. This is 
because, in this case, a node always receives the same transaction which produces 
an extra delay due to local concurrency control. Figure 5b shows that order-status is 
not slowed down by other order-status since no lock is granted. However, 
transactions new-order and stock-level use locks which cause lock waits because the 
underlying DBMS serializes transaction execution. Apart from this case, the CPU-
based strategy is worse than round-robin. The main reason is that the mean CPU 
load is not reactive enough. In our estimation-based strategy, we take into account 
(more generically than in  [8]) running queries as well as the CPU load which 
corrects the delay of reaction of the CPU load. 
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5.3. Deferred Synchronizations 

We now show that the router improves response time of transactions with low 
freshness requirement. We compare two synchronization strategies: deferred and 
immediate. For immediate, the router propagates a transaction’s updates to all 
replicas immediately, thus enforcing high freshness of all replicas. For the deferred 
strategy, the router synchronizes replicas during low CPU consumption periods. 

Intuitively, synchronizing replicas during low CPU consumption periods is 
beneficial when the workload is mainly composed of transactions with low 
freshness requirement. To show this, we consider a workload of new-order and 
order-status transactions. The new-order policy states that the transaction updates 
one tuple of the order-line relation, i.e., TP(new-order) = (∅, ∅, {(1, order-line)}), 
and the order-status policy states that the query tolerates a freshness of at most f 
tuples, i.e., TP(order-status) = ((f, order-line), ∅, ∅). The router directs the order-
status query to one of the nodes satisfying the required consistency according to our 
cost model. If none of them suits this requirement, then the query execution is 
postponed after synchronization. In our experimental setup, the synchronization 
transaction takes as much time as the transaction itself. Thus, we tune the workload 
generator to let enough time available for synchronization. The workload generator 
delivers alternatively during 30s, an order-status query every second and a new-
order transaction every 3s, then it gets idle during 60s. 

Figure 6 shows the execution time of order-status and new-order versus f, the 
freshness tolerated by order-status. NO_def and OS_def are the execution time of 
new-order and order-status respectively when we use deferred synchronization. 
NO_imm and OS_imm are the execution time of new-order and order-status 
respectively when we use immediate synchronization. 
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Figure 6: Response time using immediate and deferred synchronization 

With the immediate strategy, synchronization transactions slow down the new-
order transactions by a factor of 4 in comparison with the deferred strategy for 
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which the new-order time is almost constant (= 6s with a small increase when f 
increases because more order-status can be run concurrently). In this case, the 
execution time of the order-status decreases rapidly (from 31s to 8s) because less of 
them need to wait for synchronization until the next low CPU period. In our model, 
since the synchronization occurs at low-CPU consumption periods, the higher 
freshness f is tolerated by queries, the smaller is their response time. This 
experiment highlights the trade-off between efficiency and freshness. For instance, 
to achieve a response time for order-status below 10s, the query has to tolerate a 
freshness of 7. 

We observe that the gain in response time (factor of 4 for new-order 
transactions) equals the number of DBMS nodes used for this experiment. This 
promising result lets us expect much higher gains with higher numbers of nodes. 
We also note that our router efficiently detects the end of the high load period and 
uses the entire low load period to perform synchronization. 

5.4 Limiting the number of synchronized nodes 

When applications are update-intensive, it can be interesting not to synchronize 
all the replicas. This may save CPU load for some replicas. This can happen if the 
administrator overestimates the number of replicas for a table which is mostly 
accessed in write mode. In the following experiment, we assess our routing strategy 
which converges to a solution where only a few nodes are synchronized. We 
consider that the new-order transaction updates a tuple of the table order-line and 
tolerates a freshness of 10 tuples. The workload generator delivers a constant load 
of 8 new-order transactions and 10 order-status queries simultaneously. After each 
execution of a query, the workload generator waits enough time to enable 
synchronizations to be performed before reissuing a new one again. 

Figure 7 shows the execution time of queries for two policies. The first one is 
the dedicated policy where n nodes among p are dedicated for the new-order and the 
remaining (p-n) nodes for the execution of order-status. The second one is the 
shared strategy where we enable p nodes for the execution of new-order and all 
nodes for the execution of order-status. NO and OS are the execution time of new-
order and order-status respectively when using the dedicated strategy. NOLB and 
OSLB are the execution time of new-order and order-status respectively when 
using the shared strategy. 
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Figure 7: execution time using dedicated and shared policies 
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In both policies, we can see that the execution time of the new-order does not 
increase much when the number of synchronized nodes increases. However, in the 
dedicated policy, it comes a point when the remaining nodes are not sufficient to 
execute properly the other queries. Our strategy does not penalize either new-order 
which requires synchronization or order-status. What actually happens is that most 
of the new-order transactions have been routed to a single node which is what we 
wanted. 

5.5 Scaling up 

Our router should scale up to high workloads with high numbers of nodes. To 
validate this, we measure the maximum throughput that our router supports, with a 
growing number of nodes. The workload is composed of t terminals. Each terminal 
sends a sequence of transactions interleaved with a randomly distributed think time 
that has a mean of 5s. Since the think time is fixed (this is a requirement of the TPC-
C scale-up experiment), we may vary the incoming workload by varying t. Then, we 
measure the resulting throughput Th. For a fixed number of nodes, as t increases, the 
throughput increases up to a maximum value (i.e. Th = Thmax for any t>tmax). At that 
point, all the cluster resources are fully used. Increasing the number of terminals 
above tmax will result in a higher transaction response time, thus implying no 
increase in throughput. 

0

10

20

30

40

50

60

0 2 4 6 8 10

# terminals

th
ro

ug
hp

ut
 (t

pm
)

4 nodes

2 nodes

1 node

 
Figure 8: throughput vs. number of terminals 

Figure 8 shows the throughput when the number of terminals varies from 1 to 9, 
for 3 cluster sizes (1, 2, and 4 nodes) and a mixed workload made of 90% new-
order and 10% order-status transactions. With 4 nodes, we measure a maximum 
throughput of 58 transactions per minute (tpm) for 7 terminals.  

To experiment with more than 4 nodes, we replaced one cluster node by a node 
emulator that acts as a set of DBMS nodes. The emulator supports the same 
interface as the other nodes. Thus, our router can connect to the emulator as if it was 
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connected to real DBMS nodes. This let us measure whether our router is still 
efficient with a growing number of nodes and application terminals, or some 
bottlenecks arise due to router latency. The goal is to investigate linear scale-up, i.e., 
if doubling the number of nodes results in doubling the throughput. To calibrate the 
emulator, we used as reference the resulting throughput we get for 4 nodes. We 
measure the throughput when number of terminals varies from 1 to 60, for 5 
different cluster sizes (from 8 to 128 nodes). Figure 9a shows that the throughput 
scales linearly, thus the response time remains constant under increasing workload. 
It also shows that up to a given point, the throughput moves away from linear scale-
up line, with the effect of increasing response time. 
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Figure 9a: Throughput vs. number of terminals 

Then, we measure the router saturation point for applications that only tolerate a 
small degradation in response time, say that it corresponds to a throughput Th’ 
down to 80% from the ideal value. We report on Figure 9b, the maximum 
throughput (Th’) for every cluster size from 4 to 128 nodes. 
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Figure 9b: Maximum throughput Th' versus number of nodes 
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Figure 9b shows that our router scales linearly up to 16 nodes, which validates 
our solution for medium-scale clusters and shows the good quality our research 
prototype. Then, between 16 and 32 nodes, the throughput increases slower, this is 
due to saturation of the JVM thread scheduler which the router relies on. After 32 
nodes, the throughput becomes constant. We plan to further investigate how to 
overcome this limitation. One direction is to reduce the response time of 
synchronization transactions to free more resource for processing incoming work.  

6. Conclusion 

In this paper, we addressed the problem of load balancing and transaction 
routing in a shared-nothing cluster system for update-intensive autonomous 
databases. To optimize load balancing, we use optimistic database replication with 
freshness control, and strive to capitalize on the work on relaxing database 
consistency for higher performance which we apply in the context of cluster 
systems. Our solution is a new cost-based routing strategy which brings several 
contributions: 

First, we proposed a routing architecture for cluster systems that preserves 
database and application autonomy using non intrusive techniques that work 
independently of any DBMS. The router traps incoming transactions to take 
advantage of the cluster computing power and parallelism, states a policy to prevent 
conflicts between transactions while allowing parallel processing at cluster nodes, 
and reduces the synchronization overhead. 

Second, we proposed a cost model to estimate replica freshness. It is generic 
enough to estimate the freshness of databases updated by autonomous applications 
without needing the details of their transaction code, and accurate enough to 
improve transaction routing. For each node and each relation, the model captures 
the quantity of tuples updated by transactions at other nodes which have not yet 
been applied to that node. 

Third, we proposed an algorithm for transaction routing that takes into account 
freshness requirements of transactions and replica freshness to improve load 
balancing. It explores the cluster nodes, assesses the synchronization prerequisites 
to respect the transaction policy and chooses the node with minimal cost. The cost 
function computes the time to process a transaction at a node, based on the node 
load, the remaining time of transactions sharing the node resources, and the 
preliminary time to synchronize the node in order to reach the required freshness. 

Finally, we implemented our solution on a cluster running of Oracle 8i servers 
under Linux and performed extensive performance experiments using the TPC-C 
OLTP benchmark. Our results show that our solution outperforms existing routing 
solutions for typical transaction workloads. First, we showed that our strategy 
outperforms round-robin by one order of magnitude for skewed workloads. 
Furthermore, it outperforms CPU-based routing because of higher responsiveness 
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facing irregular workloads. Second, we showed the advantage of trading freshness 
for response time with a benefit as high as the number of nodes when low load 
periods are used for synchronization. Because we define freshness at the relation 
level, which is finer than  [9], our router also improves the response time of 
simultaneous commutative transactions. Third, we showed that our routing 
algorithm does not simply minimize response time. It is able to save synchronization 
work as soon as response time is fast enough, by dynamically adjusting the minimal 
number of nodes serving for transaction processing, and freeing extra nodes for 
other queries. Finally, we showed that our router scales almost linearly up to 32 
nodes. This is one step beyond existing routing solutions. 

References 

[1] R. Alonso, D. Barbará, and H. Garcia-Molina. Data Caching Issues in an Information 
Retrieval System. ACM Transactions on Database Systems (TODS), 15(3), 1990. 
[2] C. Amza et al. TreadMarks: Shared Memory Computing on Networks of 
Workstations. IEEE Computer, 29(2), 1996. 
[3] H. Berenson, P. Bernstein, J. Gray, J. Melton, E. O'Neil and P. O'Neil. A Critique of 
ANSI SQL Isolation Levels. In ACM SIGMOD Int. Conf. on Management of Data, 1995. 
[4] S. Gançarski, H. Naacke, and P. Valduriez. Load Balancing of Autonomous 
Applications and Databases in a Cluster System. In 4th Int. Meeting on Distributed Data and 
Structure (WDAS), 2002. 
[5] S. Gançarski, H. Naacke, E. Pacitti, and P. Valduriez. Parallel Processing with 
Autonomous Databases in a Cluster System. In Tenth Int. Conf. on Cooperative Information 
Systems (CoopIS), 2002. 
[6] S. Gançarski, C. Lepape, and P. Valduriez. Trading Freshness for Performance in a 
Cluster of Replicated Databases. In 5th Int. Meeting on Distributed Data and Structure 
(WDAS), 2003. 
[7] C. N. Nikolaou, M. Marazakis, and G. Georgiannakis. Transaction Routing for 
Distributed OLTP Systems: Survey and Recent Results. Information Sciences (1-2) 1996. 
[8] U. Röhm, K. Böhm, and H.-J. Schek. Cache-Aware Query Routing in a Cluster of 
Databases. Int. Conf. on Data Engineering (ICDE), 2001. 
[9] U. Röhm et al. FAS - A Freshness-Sensitive Coordination Middleware for a Cluster of 
OLAP Components. In Int. Conf. On Very Large Databases (VLDB), 2002. 
[10] A. Sheth, M. Rusinkiewicz. Management of Interdependent Data: Specifying 
Dependency and Consistency Requirements. Workshop on the Management of Replicated 
Data, 1990. 
[11] Transaction Processing Performance Council. TPC Benchmark C, Rev 5.1, 
www.tpc.org/tpcc/.2002. 
[12] K. L. Wu, P. S Yu, and C. Pu. Divergence Control for Epsilon-Serializability. In 8th 
Int. Conf. on Data Engineering (ICDE), 1992. 
[13]  H. Yu, A. Vahdat. Efficient Numerical Error Bounding for Replicated Network 
Services. In Int. Conf. On Very Large Databases (VLDB), 2000. 


