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Abstract This paper illustrates how a text-retrieval and an image retrieval system
can simply complement each other. In order to show this we first expose the impor-
tance of a good architecture for combining text and image search engines. Then, we
focus on our image search engine. Finally, we present a series of queries that fusion
text and image aspects.
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1 Introduction

In the last decade, we experience the success of text search engines. Nowadays
it seems impossible to propose a system without offering text retrieval. Because
of this success, in the last few years, there has been an increasing interest in
image retrieval systems. The idea is to let some user query an image database
for specific image content. The query is then expressed not as some textual
description, but as an image, chosen by the user. As an answer, the user obtains
the list of images from the database that are found most similar to his request.
Unfortunately, for the moment this search engines are perfect, and this is due
to a gap between the signatures extracted from the images and their semantic
sense [3].

This being said, in this paper we support the idea that today’s image retrieval
technologies are good enough to enrich or complement the text search. We will
illustrate this proposition all through this paper, with an operative prototype
of a retailer web-store (see figure 1). But first, in section 2, we expose the
importance of a good architecture for combining text and image search engines.
Then, we focus on our image search engine. Finally, in section 4, we present a
series of queries that fusion text and image aspects.



Figure 1: Our prototype of a retailer web-store

2 A Text and Image Retrieval Platform

Our architecture is composed of four distinct systems. The first is our own
image indexation server that keeps the image signature database and computes
similarities on demand. The second is an independent standard text search
engine. The third is a very light web-service that fusions the results from the
two engines. And finally there is an HTTP server that runs the interface, serves
the images to the user and presents the results of his requests. The advantage
of this very independent architecture is that any retrieval system can easily be
added and integrated.

From the user perspective, the indexation servers remain invisible. Each of
them maintains a database of vectors extracted either from the text or from an



images set. These vectors are extracted offline before launching the server. For
the ”text” vectors usually are built upon the relative frequency of the words of
a dictionary (cf. tf*idf). Our ”image” vectors can be of any type: either global
(like an histogram or color moments), regional (the image is first automatically
segmented then features are extracted from each region), or even conceptual
(as for instance the dominant color of an object).

The web interface is the visible part of the system. Its dynamic format enables
the user to browse the retailer database (see figure 1), formulate his queries
and see the results using only one or both of the search engines. In other words
using the interface, the user can then compose either text or image queries or
a combination of both. Before getting into more details about these potential
queries let us focus in the following on the main characteristics of our image
retrieval system.

3 Strict: Our Image Search Engine

We developed a complete image retrieval system called STRICT [4]. The sys-
tem was designed so that it fulfills five constraints. First, it proposes image
retrieval capabilities based on regions. Secondly, the features of these regions
are extracted automatically, in an offline process. Third, it integrates a set
of fuzzy similarity measures, which are configurable on the fly. Four, it also
proposes a score post-processing tool to aggregate different measures of sim-
ilarity. Finally, it runs parallel requests, enabling the user to get the result
using different similarity functions, and compare them.

The underlying idea is the following: From an image, a segmentation algorithm
extracts regions complying with a given homogeneity criterion. This criterion
is usually based on colors: the algorithm tends to isolate regions of connected
pixels, which present similar colors. These regions roughly correspond to the
objects present in each image. A similarity measure based on those regions
should reflect an objective similarity of the content. In order to build a semantic
similarity between images, we developed a similarity measure for regions based
on the similarities of color, shape and position [4]. In the following, we briefly
present the segmentation algorithm. Then we introduce the definition of fuzzy
similarity measures. And finally, we explain which region features we chose to
extract and how these features are compared using fuzzy similarities.

3.1 Segmentation

For the segmentation of an image in regions, many different approaches exist [1].
They have been developed for thirty years and applied to various fields. They
all aim at building a crisp partition of the image, based on vectors computed
from the pixels: color, texture coefficients, edge orientation.
Our algorithm [2] provides good results in a very short computation time. It
follows the merge approach: each pixel is first considered as an isolated region,



then fusions are operated to merge connected pixels of similar colors, until
there is no more possible fusion. This arrives when all the connected regions
are dissimilar enough.

3.2 Fuzzy Similarity Measures

In [9], Tversky introduces a new definition of similarity measure that breaks
with the classical notion of distance. As shown in [7], these measures provide
an intuitive measurement of the similarity. They are also independant on the
scale of the feature sets. Furthermore, they provide a comparison score that is
normalized to [0,1], so that it is easy to aggregate. For these three reasons, we
implemented them in STRICT to compare the regional features.
Based on a psychological approach, Tversky’s work proposes to evaluate the
similarity between two sets of binary features by measuring their common and
distinctive features. An extension of this definition to fuzzy sets can be used
to compare sets of gradual features. Applied to the histograms HA,HB of two
images A,B, this leads to the following computations:

• M(A ∩ B) =
∑

Ci
min(HA(Ci), HB(Ci)), the area of the features that are

common to A and B.

• M(A−B) =
∑

Ci
max(HA(Ci)−HB(Ci), 0), the area of the features that

dinstinguish A from B.

• M(B −A) =
∑

Ci
max(HB(Ci)−HA(Ci), 0), the area of the features that

dinstinguish B from A.

According to Tversky, the similarity between A and B is a functions as these
three areas. It is to notice that the classical histogram intersection proposed
by Swain and Ballard [8] and all the successors are particular cases of this
framework. Here, we chose to implement three other: Jaccard, Dice and Ochiai
[6]. With X = M(A ∩ B), Y = M(A − B), Z = M(B − A), we have:

Sjaccard(X, Y, Z) = X
X+Y +Z

Sdice(X, Y, Z) = 2X
2X+Y +Z

Sochiai(X, Y, Z) = X√
(X+Y )

√
(X+Z)

The fact of considering different measures enable us to discover interesting
properties. In particular, we show in [5] that the result ranking list provided
by an information retrieval system is conserved in several cases.

3.3 Region Color, Shape and Position

The ressemblance between regions is more elaborated than the global one. We
have to consider several aspects of comparison, which are color, shape and
position. For each of these comparisons, a region is represented as a vector.



Because these three vectors belong to different spaces, and cannot be related
one to the other, the similarity between pairs of region relies on three different
measures: one measure for each of the vector pairs. For two regions R(i)
and I(j), extracted respectively from the image request R and from an image
database entry I, the region similarity Sreg can be written as a weighted mean
of these three ”sub-measures”. With λc + λs + λp = 1 :

Sreg(R(i), I(j)) = λc.Sreg|color(R(i), I(j))
+λp.Dreg|position(R(i), I(j))
+λs.Sreg|shape(R(i), I(j))

In our experiments, we have set the respective weights of these three measures
to λc = 0.6, λs = 0.2, λp = 0.2.

Fuzzy Region Color Similarity The region color similarity Sreg|color is based on
the color histograms of the regions. To compare the regional color histograms,
we use measures presented in section 3.2.

Proximity Measure The proximity measure Dreg|position is the fuzzy inverse
(x → 1 − x) of the normalized distance between the geometric centers of two
regions. This distance is normalized so that the distance between the opposite
corners of the images equals 1.

Fuzzy Shape Similarity The shape similarity measure Sreg|shape is based on the
centered binary masks of the regions. A mask is the matrix KR(i) of {0, 1}
that represents the crisp membership of each pixel of the image R to the region
R(i). KR(i) is centered so that its central point gives the membership of the
geometric center of R(i).
To compare the two shapes of regions R(i), I(j), we compute their common
and distinctive pixels, and apply the similarity measures of section 3.2.

3.4 Computing the results

STRICT can compute global and regional similarities. For the moment, the sys-
tem is based on one-to-one comparison functions. For a single request image R,
a similarity measure S is run against every entry I of our image database. The
value S(R, I) of the comparison is computed and returned for post-processing.
We adapt the global image approach to regions obtained using an automatic
segmentation of the image. A regional similarity measure Sreg is then used to
find in every image I a region that is similar to a single region R(i) of image
R. The returned score is noted Sreg(R(i), I) and it corresponds to the truth
value of the proposition ”there exists a region like R(i) in I”.
Those scores, corresponding to the similarity, can be aggregated on-the-fly un-
der users’ command. An operator, noted Agg, is used to procude a single value
f(I) from the n different similarities involved in the query. This feature enables
the user to build different kinds of requests.



4 Text-Image Query examples

In the previous, we presented the basic notions of how our image search engine
works. Now, in this section, we would like to show how this new type of
interaction could enhance any text search-engine. In the following, we present
a series of queries all consisting of a combination of text and image (or image
features. Each time we will point out what has been improved with respect
to the only text approach. In order to illustrate our standpoint we place our
examples in the framework of a retailer web-store. Let’s imagine that we have
a dataset of products (for instance clothes) and that for each product we have
one image and a text describing the describing the product.

4.1 Image and text query

The simplest way of combining the text and the image retrieval is by using a
document (text+image) as a query. Then the result will depend on the aggre-
gation of the scores of the text and image search engines. What is interesting
here is that we can obtain very different behaviors based on the used aggre-
gation operator. For instance if we employ the minimum we will obtain the
documents, which best satisfy both the text query and the image query. In the
other hand if we use the maximum we will obtain the documents that satisfy
the best either the text or the image. Another very common approach is to
aggregate the results by using a mean (or a weighted mean). The goal of this
last approach is to find a compromise between the image and the text results.
We could here continue and discuss about more sophisticated aggregation op-
erators and their consequences on the type of retrieved documents. But all this
approaches place the text and image results at the same level. The results are
somehow improved with respect to the simple text, but it is not extraordinary.
The reason is that from the semantic perspective text retrieval is much efficient
than the image retrieval and therefore we think that we should focus more on
complementing both approaches.

4.2 Text query filtered by dominant color

An interesting way of enhancing the text retrieval is by extracting extra infor-
mation from the image and filtering the results from the text approach using
this extra info. One example of this extra info can be the dominant color. For
instance in our web-store database, we have the text describing the clothes.
This text may contain a lot of information and even the available colors for
this product. But what is certainly not written is the actual color of the prod-
uct on the picture. So, a simple image indexer can enhance the text search.
Then, we will be able to search for instance for a ”top tank” which is /em
purple and in fact obtain a document with a purple top tank as the attached
picture.



Figure 2: ”Shirt” query vs. ”Shirt” on model

4.3 Text query filtered by face detection

Another simple way of enhancing the search is to use a face recognition indexing
tool. Again the idea is to search using the text engine and filter using this hint.
In the case of our retailer store this can be very useful. For instance this will
give to the user the possibility to look for clothes, which appear (on the image)
not folded but on a model. On figure 2 we see the effect of such filtering for a
”Shirt” query.

4.4 Image query filtered by text

A symmetric approach, with respect to the previous ones, is when we have an
image request that we want to reduce using a text filter. In order to understand
this kind of queries, we have first to understand the appeal of an image request.
When we do simple-image-search, we look for images that are visually close.



In our example this can be translated by a search of products (clothes) that
are similar from the color, texture, etc. perspective. In other words by clothes
that match the example we have. Now, here the text can play a filtering role.
For instance we can reduce the research of matching clothes that are from a
precise brand (for instance ”nike”).

5 Conclusion

In this paper, we illustrate how a text-retrieval and an image retrieval system
can simply complement each other. The most important point that we want to
put forward is that it is more interesting to exploit the fact that both approaches
can supplement each other rather than try to improve the results by searching
(i.e. querying) in the same direction for both medias.
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