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Abstract. In this paper, we propose a new method to retrieve images
containing a request set of regions. The user is asked to specify a set of
regions belonging to a single image. Then this request set of regions is
compared to the sets of the regions of the images in the database. We
propose a comparison measure that not only evaluates the similarity of
regions one to the other, but that also takes into account the spatial
configuration of the regions. The spatial structure of the regions is rep-
resented by means of fuzzy spatial relations, like horizontal and vertical
disposal, and connexity.
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1 Introduction

Many efforts have been concentrated on the reduction of the semantic gap that
interfere in the image content comparison by visual features. Recently, segmen-
tation algorithms [3] have been introduced to automatically extract objects or
parts of objects from still images. Some approaches [6, 2, 4] explore the use of
region-to-region comparison measures in order to capture a content similarity
between pairs of region sets.
In this paper, we propose a new method to retrieve images containing a request
set of regions. The user is asked to specify a set of regions belonging to a single
image. Then this request set is compared to the sets of the regions of the images
in the database. We propose a comparison measure that not only evaluates the
similarity of regions one to the other, but that also takes into account the spatial
configuration of the regions. The spatial structure of the regions is represented
by means of spatial relations, like horizontal and vertical disposal, and connex-
ity.
Our approach is based on a fuzzy relation formalism. In fact we process the
similarity by means of fuzzy matrices products. Our measure takes into account
the graduality of region to region similarity measures and the fuzzy spatial re-
lations. Still, it remains easy and fast to compute, since matrix operations have
been widely optimized.
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In this paper, we first introduce the definition of fuzzy relations, their matrix rep-
resentation, and the composition operator between relations (section 2). Then,
we present the similarity measures and the spatial relations we use to index our
image database (section 3). Based on these, we explain how we compute the
similarity between sets of regions, and how this measure can be used to retrieve
images containing a visually and structurally similar set of regions (section 4).
Finally, we show some query examples in section 5.

2 Fuzzy relations

2.1 Definition and matrix representation

Fuzzy relations [13] can be of great use in the image retrieval field. For instance,
this formalism has been used to express a graduality in the spatial relations [1].
Indeed, in images, objects can have a broad variety of shapes, so it may be a
problem to measure their relations as only ”true” or ”false”. On figure 1, objects
A and B are in such a position that B is neither on the left of A, nor fully on
the right. An intuitive answer would be to say that B is almost on the left of
A and a bit on the right. This fact can be represented by a gradual measure of
”left” and ”right” relations.

Fig. 1. Is A on the left of B?

Formally speaking, a fuzzy relation R between two sets X = {X1, ..., Xp},Y =
{Y1, ..., Yq} is given by a function µR from X×Y to [0, 1]. The value given by µR

for a couple (Xi, Yj) express the truth value of the proposition ”Xi is in relation
R with Yj”.
The relation R can be represented by a matrix MR, its width p will be the
cardinality of X , and its height q will be the cardinality of Y . MR is formed
with elements of [0, 1], and µR(Xi, Yj) is the value at its column i and row j.
From a relation R, one can also define its opposite relation ¬R, which is defined
by the negation of the membership function or R: µ¬R(Xi, Yj) = 1−µR(Xi, Yj).
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In the same way as crisp relations, fuzzy relations can be composed [13]. For
three sets X = {Xi}i=1..p,Y = {Yj}j=1..q,Z = {Zi}k=1..r, and two relations R

and R′ defined on respectives sets X × Y , Y ×Z, the composed relation R ◦R′

is given by its membership function µR◦R′ defined on X × Z as:

µR◦R′ (Xi, Zk) = Maxj(min(µR(Xi, Yj), µR′(Yj , Zk)))

With the matrix representation of fuzzy relations, the matrix MR′◦R of R′◦R

will bea simple matrix product M ′
R × MR between the matrices of R′ and R in

the ([0, 1], max, min, 0, 1) semiring.

2.2 Fuzzy relation composition and measuring the most valuable

path

A fuzzy relation R of X × Y can also be considered as the representation of
paths directed from an element of X to an element of Y . Each of these paths
has a degree, which is the value of µR(Xi, Yj) between the beginning and the
ending points of the path. If a set of paths have been defined between sets X

and Y , and one between sets Y and Z, then one has to follow two paths to reach
a point of Z starting from a point of X . The degree of the path linking Xi to Zk

and passing by Yj is defined by the minimum of the degrees of paths Xi → Yj

and Yj → Zk.
Now let’s consider the composed relation R◦R′ between a pair (Xi, Zk) of X×Z.
When looking at the definition of the composition, we notice that µR◦R′ (Xi, Zk)
corresponds to the index jik that maximizes min(µR(Xi, Yj), µR′ (Yj , Zk)). Since
min(µR(Xi, Yjik

), µR′(Yjik
, Zk)) is the degree of the path Xi → Yjik

→ Zk, it
means that this particular path is the one with the highest degree amongst the
set of paths between Xi and Zk that pass by any point of Y .
So, we can conclude that, in a matricial interpretation of the fuzzy relations, the
value indicated at the column i and row k of MR◦R′ is the highest degree of any
path between Xi and Zk.

3 Visual similarity and spatial relations

From an image, a segmentation algorithm extracts regions complying to a given
homogeneity criterium. This criterium is usually based on colors: the algorithm
tends to isolate regions of connected pixels, which present similar colors. Those
regions roughly correspond to the objects present in each image. Our hypothesis
is that a similarity measure based on those regions should reflect an objective
similarity of the content.
Based on the segmentation algorithm [5], we indexed an image database with
regional features and spatial relations. We developed a similarity measure be-
tween regions based on the similarities of color, shape and position [8, 7].
In the following, we introduce the definition of fuzzy similarity measures. Then,
we explain which are the region features we chose to extract and how these fea-
tures are compared using fuzzy similarities. Finally, we give some details on the
spatial relations we considered between the regions of an image.
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3.1 Fuzzy similarity measures

In [12], Tversky introduces a new definition of similarity measure that breaks
with the classical notion of distance. As shown in [10], these measures provide
an intuitive measurement of the similarity. Also, they are independant on the
scale of the feature sets. Furthermore, they provide a comparison score that
is normalized to [0,1], so that it is easy to aggregate. For these three reasons,
we chose these measures to compare the regional features instead of classical
euclidian distances.
In this framework, the objects to be compared are not considered as points in a
vectorial space, but as sets of features. Based on a psychological approach, we
define the similarity between two sets of features by the measure of their common
and distinctive features. Applied to the histograms HA,HB of two images A,B,
we obtain:

– M(A ∩ B) =
∑

Ci
min(HA(Ci), HB(Ci)), the area of the features that are

common to A and B.
– M(A − B) =

∑

Ci
max(HA(Ci) − HB(Ci), 0), the area of the features that

dinstinguish A from B.
– M(B − A) =

∑

Ci
max(HB(Ci) − HA(Ci), 0), the area of the features that

dinstinguish B from A.

According to Tversky, the similarity between A and B is a function of these three
areas. It is to notice that the classical histogram intersection proposed by Swain
and Ballard [11] and all the successors are particular cases of this framework.
Here, we chose to implement three particular cases [9]: Jaccard, Dice and Ochiai.
With X = M(A ∩ B), Y = M(A − B), Z = M(B − A), we have:

Sjaccard(X, Y, Z) = X
X+Y +Z

Sdice(X, Y, Z) = 2X
2X+Y +Z

Sochiai(X, Y, Z) = X√
(X+Y )

√
(X+Z)

3.2 Region color and shape

To measure the similarity of two regions, we consider two aspects of comparison,
which are color and shape. For each of these comparisons, a region is represented
as a vector. Because these two vectors belong to different spaces, and cannot be
related one to the other, the similarity between pairs of region relies on two
different measures.
For two regions R(i) and I(j), extracted respectively from the image request R

and from an image database entry I , the region similarity Sreg can be written
as a weighted mean of these two ”sub-measures”. With λc + λs = 1 :

Sreg(R(i), I(j)) = λc.Sreg|color(R(i), I(j))
+λs.Sreg|shape(R(i), I(j))

In our experiments, we have set the respective weights of these three measures
to λc = 0.7, λs = 0.3.
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The Fuzzy Region Color Similarity Sreg|color is based on the color histograms
of the regions. To compare the regional color histograms, we use measures pre-
sented in section 3.1.

The Fuzzy Shape Similarity Sreg|shape is based on the centered binary masks
of the regions. A mask is the matrix KR(i) of {0, 1} that represents the crisp
membership of each pixel of the image R to the region R(i). KR(i) is centered
so that its central point gives the membership of the geometric center of R(i).
To compare the two shapes of regions R(i), I(j), we compute their common and
distinctive pixels, and apply the similarity measures of section 3.1.

3.3 Spatial relations

Our image database has also been indexed based on spatial relations. For the
regions of each image, we have evaluated three relations: connex that denotes the
connexity relation, left which determines if one object is at the left of another,
and above which determines if one is above another.
There are many different approaches to compute gradual spatial relations [1].
For computational reasons, we have chosen to simply compare the projections
of the regions on the horizontal axis (for left and right) and vertical axis (above

and below). For the connexity relation, our implementation follows the classical
understanding of the connexity between crisp regions.

4 Visual similarities composed with spatial relations

The following method has multiple goals. The first is obvious: it lets the user find
images containing regions that are visually and structurally similar to his set of
regions request. The second goal is to remain flexible in the visual and structural
comparison between sets of regions. The third is to use a matrix formalism for
fuzzy relations composition, so that it is fast and easy to compute.
Basically, the method tries to find pairs of identical relations between similar
regions. For each image I in the database, and for each region of a request set
R1, ..., Rp, chosen by the user in a single image R, it computes a measure of
hotness corresponding to a ”degree of inclusion” of this region in I . This hotness

is evaluated by a composition of fuzzy relations.
In the following, we introduce the matrices used in the computations. Then,
we define the hotness of one region by a matricial product. Also, we detail the
influence of an externality parameter we introduce in the matrix representation
of spatial relations. And finally, we show how we aggregate the hotness measures
to produce a final score for an image I .

4.1 Hotness of a region relative to a spatial relation

For a region set R = {R1, ..., Rp}, a spatial relation rel (i.e. left, above, connex),
and an image I composed of the regions {I1, ..., Iq}, we define four relations
matrices:
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– MSRI
that represents the similarity relation between regions Ri and Ij .

– MSIR
the transpose of the matrix MSRI

, which represents the similarity
relation between regions Ij and Ri.

– MrelI the matrix of the fuzzy spatial relation rel between regions of I .
– MrelR the matrix of rel between regions of R.

What we call the hotness of the region Ri relative to an image I based
on a relation rel, is the i-th value on the diagonal on the matrix product
M>

relR
× MSIR

× MrelI × MSRI
, which we denote Hrel,I(Ri).

Mathematically, this corresponds to the truth value of the composed fuzzy rela-
tion rel>R ◦SIR ◦ relI ◦SRI between Ri and itself. Using the distributivity of the
maximum over the minimum, the hotness of Ri can be simplified to the following
maximisation:

Hrel,I(Ri) = Maxj,k,l[min(SRI(Ri, Ij), µrelI (Ij , Ik), SIR(Ik, Rl), µrelR(Rl, Ri))]

As shown in section 2.2, this maximisation is fully computed by the matrix
product M>

relR
× MSIR

× MrelI × MSRI
. From a practical point of view, the

hotness of Ri can be seen as the maximum degree of any path of the form:

Ri →SRI
Ij →relI Ik →SIR

Rl →relR Ri

This degree represents the fact that Ri is spatially related to a region Rl such
that there are two regions Ij , Ik that are similar to Ri, Rl in the sense of SRI and
also spatially related, in the sense of rel. In other words, the hotness represents
both visual and structural links that can be established between the request set
R and an inspected image I .

4.2 Visual similarity matrices

For every pair of regions, the visual similarity measure returns a value in [0, 1].
This value expresses the visual relation between two regions. In fact, we consider
the visual similarity measure as a fuzzy relation between pairs of regions. We
focus on the visual relation between the request set R = R1, ..., Rp and the set
of the regions I = I1, ..., Iq of an image I . In the following, we denote by SRI

the visual relation defined by the following truth function:

µSRI
:

{

R × I → [0, 1]
(Ri, Ij) 7→ Sreg(Ri, Ij)

with Sreg(Ri, Ij) computed as in section 3.2. For reading purpose, we denote
by SIR the inverse relation defined by µSIR

(Ij , Ri) = µSRI
(Ri, Ij).

These two relations are also considered as matrices of [0, 1]. SRI is associated
to its matrix MSRI

which has p columns and q rows (see section 2.1). Inversely,
SIR is associated to its matrix MSIR

which is the transposed matrix of MSRI
,

so it has q columns and p rows.
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4.3 Modified spatial relation matrices

For each image I of our database, and for each fuzzy spatial relation relI be-
tween the regions of I , we build a matrix MrelI representing the truth value of
the relation rel between the regions of I (µrelI ). The diagonal values of MrelI

which correspond to µrelI (Ii, Ii) are set to a parameter value λ (see section 4.5).
Formally, the relation relI is defined by the truth function:

µrelI :







I × I → [0, 1]

(Ii, Ij) 7→
{

rel(Ii, Ij) if i 6= j

λ if i = j

To every relation rel is associated a dual relation noted ¬rel, which is its se-
mantically inverse relation: ¬left = right (¬right = left), ¬above = below, and
finally, ¬connex defined by µ¬connex = 1 − µconnex.
In the following computations, we consider that the parameter λ also sets the
diagonal values of the negative relations: µ¬relI (Ii, Ii) = µ¬relI (Ij , Ij) = λ.

The elements of the request set of regions R = {R1, ..., Rp} are also structured
by their spatial relations. As the elements of R are chosen from a single image
IR, the matrix MrelR of relR is simply extracted from the matrix of relIR

in IR.

4.4 Final aggregation of the hotnesses

For every set of two dual spatial relations {rel,¬rel}, and for every request
region Ri we compute the hotnesses Hrel,I(Ri) and H¬rel,I(Ri). We consider
the maximum value of this pair of hotnesses as the hotness of Ri relatively to
the pair of dual relations {rel,¬rel}:

H{rel,¬rel},I(Ri) = max(Hrel,I (Ri), H¬rel,I(Ri))

This computation on dual relations enables the possibility for the user to retrieve
regions that are not spatially related (like finding two non connected regions).
This operation in fact selects the hotness that best fits the situation of the region
relatively to its relations (true or false) with the others in the request set.
Finally, a weighted mean is used to evaluate a global hotness of the region,
depending on the relative importance of each spatial relation:

HI(Ri) =
∑

rel=left,up,connexwrel.H{rel,¬rel},I(Ri)

In our experiments, we used a simple mean, with equal weights for every con-
sidered relation.

At the end, the average is used to operate a fusion between the hotnesses of
each region of the request set. This gives a final score for the image I .

fI({R1, ..., Rp}) =
1

p
.
∑

iHI(Ri)
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4.5 Externality parameter lambda

What we call the externality parameter is the value λ, that we set, µrelR(Ri, Ri)
and that corresponds to the spatial relations rel between one object Ri and itself
(this value is the same for relR, ¬relR, relI , and ¬relI ). The introduction of a
parameter λ that sets the diagonal values relR(Ri, Ri) and relI (Ij , Ij) enables
us to modify the influence of the spatial relations in the set-to-set similarity
measure.
We admit that a gradual spatial relation between one region and itself, for in-
stance leftR(Ri, Ri) can express the fact that Ri is ”in the left of himself”, like
when it is visually more distributed to the left of its gravity center. But here, we
consider that this property is useless. Also, the fact that two objects Ri,Ij are in
this same relation with themselves will be quantified by the part of SRI(Ri, Ij)
that measures the shape similarity between objects Ri and Ij .

As we have show in the previous sections, the hotness of a region relative to
a relation rel represents the highest degree of a path of the form

Ri →SRI
Ij →relI Ik →SIR

Rl →relR Ri

The problem in maximising the degree of such a path is that the paths in which
j = k and i = l may have a higher degree than other paths. For instance, if the
spatial relation is reflexive (Ri connected to itself), the path

Ri →SRI
Ij →relI Ij →SIR

Ri →relR Ri

in which Ij is the region that is most similar to Ri, will have a degree of
min(SRI(Ri, Ij), 1, SIR(Ij , Ri), 1) = S(Ri, Ij). This degree will be higher than
any other path. The underlying problem is that this particular path only repre-
sent a region-to-region similarity. It does not capture any spatial relation between
pairs of regions except the reflexive relation of one region with itself which is
meaningless.

This is why we introduced the parameter λ (see section 4.3), which has two
effects. First, if λ ∈ [0, 1[, it forces the exploration of non-trivial paths. Second,
non-trivial paths will be discarded if their value is lower than λ. This happens
when we fail in finding a path that passes by pairs of regions Ri, Ij and Ik , Rl

that are similar enough. In this case, it would still be interesting to return the
region to region similarity. Depending on the value of λ, the computation of the
hotness will inspect or discard trivial or non-trivial paths:

– if λ = 1, the hotness or Ri only gives the similarity of the region in I that is
most visually similar to Ri.

– if λ = 0, the degree of a trivial path will always be 0, then the hotness or Ri

gives the highest degree of a non-trivial path going through Ri.
– If λ ∈]0, 1[, if there is no non-trivial path has a value over λ, the degree of

the best trivial path will be returned, but will still be inferior to λ, to let the
possibility to retrieve other images in which non-trivial paths have a higher
degree.
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5 Query examples

As a preliminary result, we present three example queries. For the query shown
in figure 2, we have chosen two regions as a request (a). To identify the interest-
ing regions in the retrieved images (b,c,d), we simply evaluated the hotness of
the regions in the result relatively to the request, and plot the regions of strong
hotness (over 0.7). The three first results present similar regions in an approxi-
mately identical spatial configuration.
The queries were run on a database of 6000 images grouped in different col-
lections (Washington groundtruth and Corel). Each collection gathers images
presenting similar scenes or objects. The set of the collections covers a broad va-
riety of contents. The computation time of these requests is around 2.5 seconds
for these 6000 images.
As we can see on figure 2, the interesting sets of regions found in the images of
the databases can have more regions than the request set. In the case of image
(c), it means that the circular paths of highest degree starting from any region
of the request set pass by more regions. It is to notice that this property could
be used to retrieve over segmented sets of regions.

(a) (b)

(c) (d)

Fig. 2. (a) query regions, (b)(c)(d) retrieved sets of regions
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Fig. 3. Example query, the query image is on the upper left corner. The request is
composed of the regions of the model.

You can find two other examples on figures 3 and 4, in which we also get
interesting results.

6 Conclusions

The method we propose enables an user to retrieve images containing a given
set of regions in a visually and structurally similar configuration. The fuzzy
formalism used to express spatial relations and visual similarity measures let us
take into account the graduality in regions comparison. The method is based on
a matrix representation of fuzzy relations. The manipulation of matrices product
instead of relation compositions is subject to many optimisations, which make
our requests run fast.
Our approach offers a parameter which let an expert user tune the matching
behavior. Depending on the importance of spatial comparison, we can retrieve
sets of regions using a region-to-region similarity measure or try to match their
spatial structure.
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