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Abstract—Current search engines return relevant results, but
often the retrieved items are similar. Moreover, the first images
tend to hide all the available richness. In this paper, we propose
not only to show how to increase the diversity, but also how
to address the hierarchical nature of the diversity. We propose
innovative image ordering strategies based on an agglomerative
hierarchical clustering (AHC). Furthermore, we introduce a novel
approach for exploiting richer description resources, such as
a “tree of concepts”. The different approaches are compared
on a highly relevant and manually annotated benchmark: the
Xilopix benchmark; and on the, more general but less adapted,
ImageClef2008 benchmark. Any of the proposed approaches in-
crease the diversity (CR20) compared to search engine’s standard
outputs and outperform an average random shuffling (baseline).
Discussion for each individual novelty is presented. In particular
it is show that a hierarchical exploitation of the results of the
AHC increases the diversity in all cases.

I. INTRODUCTION

Today’s image search engines return relevant results. How-
ever, in most cases, similar results tend to appear together.
Our main objectif is to provide the user with an overview
of the diversity of the image results for her query. This is
particularly interesting when either the user does not exactly
know what she is looking for or when she is not able to
express her precise need. For example, a user is seeking for
landmarks of the type “lighthouse”. Because she may not know
the different landmarks available, she will probably just query
for “lighthouse”. Then, most of the first results are images
corresponding to lighthouses at the sea during a beautiful
sunny day. She has to browse down in order to find images
of other landmarks, not necessarily signaling buildings, which
are named “Lighthouse”, such as a museum in Glasgow, a
skyscraper in Denmark or an arts center in England. Moreover,
even with regard to the lighthouses (as signaling buildings)
there are different types of architecture, different categories
of lighthouses (working/broken lighthouses, historic/modern
lighthouses) that appear in various contexts: day, night, in a
storm. To avoid a time consuming browsing, the ideal engine
should provide a list of images that are relevant and diverse
at the same time.

Although usually just vectors of visual features describe the
images, occasionally richer resources are available. The com-
mercial search engine Xilopix has developed a “thesaurus”, in
which images are classified in a tree of concepts. This tree
contains thematic sub-trees called “universes”. Fig. 1 gives an
example of an image associated with concepts: ‘lighthouse’
which is in the universe ‘concept’ and ‘Italy’ in the universe

a0,0

a1,1

travel

a2,1

Europe

a3,1

Spain

a3,2

Italy

a2,2

a3,3

USA

a1,2concept

a2,3

a3,4

lighthouse

a3,5

semaphore

a2,4

a3,6

flag

a1,3transport

a2,5

a3,7

car

a3,8

truck

a3,9

bike

Fig. 1. Graphic illustration of the description of an image in the tree of
concepts. The image is associated with concepts: ‘lighthouse’ which is in the
universe ‘concept’ and ‘Italy’ in the universe ‘travel’

‘travel’. A lot of research has been done in the area of diversity
in image retrieval (see Sect. II), but few works have focused
on diversity when a tree of concepts, describing the images, is
available.

In this paper, we propose an approach that takes into
account three inherent aspects to the diversity: (i) diversity has
different levels of granularity, (ii) diversity must be adapted
to the intrinsic diversity of each query and, thus, to the
retrieved images, (iii) since diversity must be adapted to user’s
query, it must be computed in minimal time. For a given
query, the associated diversity has several granularities. For
instance, if the query is ‘jaguar’. A first level of diversity
separates the animal images from the images of automobiles.
A second level of diversity separates the automobiles into
several categories: single automobile, group of automobiles,
picture taken indoor, outdoor... In order to take into account
the different levels of diversity, we identified the agglomerative
hierarchical clustering (AHC) as suitable approach. In fact,
it can produce a hierarchical organization of the retrieved
images1 and, as we will show it is suitable for a “quick”
interactive use.

Sect. II provides a brief review of the different families of
diversity methods. Sect. III shows how we adapt AHC to the
case of images described by sets of paths of a tree of concepts.
In Sect. IV, we present a method that orders the results, in
order to obtain a diverse list, using the hierarchy of clusters
obtained by AHC. In Sect. VI, we experimentally show that
our diversity method based on a hierarchical ordering using an

1The hierarchy of clusters of similar images provided by the AHC should
not be mistaken for the tree of concepts of the thesaurus.
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AHC’s dendrogram is an effective and competitive method.

II. A BRIEF REVIEW OF IMAGE DIVERSITY METHODS

For a given query, the usefulness of a document may
depend on the documents that the user has already seen [11].
Although, there are diversity methods [13] that integrate the
process of diversification to the search phase (for example, by
creating an a priori partitioning of the image database [8]),
most of the diversity approaches are executed after querying.
First, a classical search is carried out, which produces an
ordered list of results. Then in a post-processing phase the
results are rearranged to produce the diversity. A simple way
of rearrangement is to randomly permute the results. Several
studies [4], [5], [1] propose to use greedy algorithms: at
each iteration, the selected image is the one that is the most
dissimilar to the already selected images. In [1], [9], diversity
is induced by merging multiple ordered lists of results obtained
by searching using different modalities (text, image, etc.) or
different methods (clustering, permutation, etc.).

A large number of diversity methods are based on grouping
images according to their similarity. In [6], a hierarchical
clustering is performed on vectors built upon visual concepts.
The authors show that compared to a k-means, the hierarchical
clustering gives better results. [6] is similar to the present work
in that it uses hierarchical clustering to produce diversity, but
it differs in several crucial points. In fact, in this paper not
only images are described by a rich tree of concepts and by
visual features, but also sorting is, here, investigated precisely
with innovative ideas such as a hierarchical reordering.

One of the problems often encountered by diversity meth-
ods is that when diversity increases, relevance of results tends
to decrease [12], [9]. This is why some authors [4] propose
to perform a joint optimization with an objective of obtaining
results that are relevant and diverse at the same time.

In all of the previous papers, the impact of image relevance
on the diversity is difficult to separate. In fact, a good diversity
method may be considered as weak if the underlying retrieval
system does not provide relevant images to begin with. In
order to fairly compare diversity methods identical (quality-
wise) results should be used. Thus, in this work we choose
to use only benchmarks with highly relevant results, such as
those obtained by manually indexing. A future work will focus
on the precision loss produced by the diversity methods.

III. AHC ADAPTED TO TREE OF CONCEPTS

When each image is described by a single concept be-
longing to a tree of concepts, it is straightforward to build
a hierarchy of images using the classification provided by
the tree of concepts. However, in most cases, the images are
described by several concepts, which are in different parts of
the concept’s tree, thus we need a clustering method to group
similar images, which are images with similar concepts in term
of hierarchical measures.

The Agglomerative Hierarchical Clustering (AHC) is a
clustering method that provides a hierarchy of clusters of
images. Thus, naturally using an AHC we will be able to
allow the user (or an algorithm) to browse up or down the
hierarchy looking for the level of granularity he (or it) needs.

The classic AHC algorithm works as follows: (i) initialize each
cluster with one image, (ii) compute the distance between
all pairs of clusters, (iii) group the two clusters that have
the smallest distance, (iv) repeat from (ii) until all clusters
are grouped into one cluster. Once the dendrogram is built
a cutting technique can be applied to obtain clusters. In the
following, we propose to adapt the AHC clustering method,
and more precisely hierarchical similarity measure, so that it
groups images in terms of sets of concepts.

A. Similarity between two images

To calculate the similarity between two images, we need
to calculate the similarity between two sets of paths in the tree
of concepts. For each universe j, one image i is described by

at least one path: A
j
i = (a0,0, a

j
1(i), · · · , a

j
p(i)) where a

j
1(i) in

the root node of the universe j and ajp(i) is the leaf of the path
of image i of universe j. For instance, in Fig. 1, the path of the
image in the universe ‘travel’ is: (a0,0, a1,1, a2,1, a3,2). In our
benchmarks, for each image there is no more than one single
path per universe, but images are described by different paths

in different universes: Ai = {A1
i , A

2
i · · · , A

j
i , · · ·}. We propose

a generalization of the classical Wu-Palmer’s similarity [10]
measure to handle the comparison of images described by sets
of paths.

The Wu-Palmer’s similarity [10] quantifies the similarity
between two concepts of a same tree. The similarity between

path A
j
i1

of image i1 and path A
j
i2

of image i2 is calculated
using the following equation:

simWP (A
j
i1
, A

j
i2
) =

2× z

p(i1) + p(i2)
(1)

where p(i1) (resp. p(i2)) is the depth of the tree for image i1
(resp. i2) and z is the depth of the deepest common node.

The similarity between two sets of paths corresponds to the
similarity of two images described each by a set of concepts.
In the case of color, an image is described by an HSV color
histogram and we use the Euclidean distance to calculate the
dissimilarity between two images. In order to have a unique
framework for a concept based description and at the same
time for color descriptors, we transform the similarity into

a dissimilarity. Instead of using simWP (A
j
i1
, A

j
i2
), we use

δWP (A
j
i1
, A

j
i2
) = 1− simWP (A

j
i1
, A

j
i2
). The general concept

dissimilarity δG between a set of paths Ai1 describing image
i1 and a set of paths Ai2 describing image i2 is defined by:

δG(Ai1 , Ai2) =

∑
j∈J(i1)∪J(i2)

δWP (A
j
i1
, A

j
i2
)

|J(i1) ∪ J(i2)|
(2)

where J(i1) (resp. J(i2) ) is the set of universes of image i1
(resp. i2) and δWP (A

j
i1
, A

j
i2
) is the Wu-Palmer dissimilarity

between path of image i1 and path of image i2 in universe j.

For example, for the tree of concepts depicted on Fig. 1,
image i1 is associated with concepts: ‘Italy’ in the universe 1
‘travel’ and ‘lighthouse’ in the universe 2 ‘concept’. If we
consider a second image i2 associated only with concept
‘Spain’ in universe 1 ‘travel’. Thus, we have the set of paths
Ai1 = (A1

i1
, A2

i1
) et Ai2 = (A1

i2
), and the computation

of the general dissimilarity using Wu-Palmer corresponds to:
δG(Ai1 , Ai2) =

1
2 (δWP (A

1
i1
, A1

i2
) + δWP (A

2
i1
, A2

i2
)) = 1

2 (1−
2×2
3+3 + 1) = 0.66.
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(a) AHC dendrogram. The images of cluster 1 are belong to theme ‘jaguar

animals’ (and to sub-themes ‘adults’ and ‘cubs’), while images of cluster 2
are related to the theme of ‘jaguar cars’ (and sub-themes ‘historic cars’
and ‘modern cars’)

(b) Ordering results obtained by the flat ordering with (a)
Decreasing, (c) Increasing or (e) Rank priorities of clusters,
are less diverse than the results provided by a hierarchical

ordering with (b) Decreasing, (d) Increasing or (f) Rank

priorities

Fig. 2. Examples of flat and hierarchical ordering results using different clusters priorities

B. Linkage Criterion: RootFusion

The linkage criterion determines the distance between
clusters as a function of the pairwise distances between the
images in the clusters. There are many linkage criteria (single,
complete, average linkages...). In the presence of paths in
a tree of concepts, classical linkage can not be used, thus
we propose a new linkage method called RootFusion. At
initialization of the AHC, each cluster contains a single image:
the centroid of cluster Ci1 is then the set of paths Ai1 of
image i1. Then, the system calculates the dissimilarity δG
between all pairs of clusters and aggregates the two clusters
whose centroids are the most similar. RootFusion consist in,
taking the two centroids and calculating a new on, by keeping
the common nodes. For example, in Fig. 1, image i1 is
associated with concepts: ‘Italy’ and ‘lighthouse’ if another
image i3 is associated with concepts: ‘Spain’, ‘semaphore’ and
‘car’, then the new cluster centroid obtained by RootFusion is
the set of two paths {(a0,0, a1,1, a2,1), (a0,0, a1,2, a2,3)}. This
criterion is interesting because the new centroid is, not only,
easy to calculate and thus suitable for an interactive use, but
also, because it provides cluster semantic meaning opening up
possibilities of query expansion or diversity explanation after
the results are presented.

IV. DIVERSITY BY HIERARCHICAL ORDERING

Is there a way to establish a particular image order that
will increase the diversity? In this study, we consider the case
where all images are relevant to the query. Therefore, the order
of the retrieved images is not significant in terms of precision,
but it is in terms of diversity.

Since our approach is cluster-based, we above question can
be reduced to the following questions: First, how to cut the
AHC dendrogram in order to obtain clusters reflecting the right
diversity? Then, how to sort the images using the clusters?
And more precisely, can we exploit the hierarchical aspect of
the AHC? Can the use of cluster priority, based on clusters
description, to increase diversity?

A. Cutting the Dendrogram

Applying the AHC to the query results, provides a dendro-
gram. In order to obtain groups of similar images, which will
later used to sort the images, we need to cut the dendrogram.
The question that arises is which is the right granularity
level? Cutting the dendrogram is a problem that has no simple
answer.

A simple choice is to cut the dendrogram in order to obtain
a fixed number of clusters, number defined in advance (we will
call this method: Fixe). We could adapt the number of clusters
to each query, if we knew, in advance, the number of sub-
themes expected for every query (method called: Adapt). In a
real scenario, the system is not able to know the number of
sub-themes, but since this is interesting for comparison, we
will simulate it by using groundtruth.

An often used technique (called here: Traditional) consists
in calculating, at each iteration of the AHC, the difference
∆(n, n + 1) between the distance obtained in step n and the
distance obtained in step n+1, and in cutting the dendrogram
at level n where there is the largest difference.

B. Priority of Clusters

Once we have cut the dendrogram, we obtain a set of
unordered clusters. To produce the final result, most of the
know approaches start with the initial ranked result and then
filter images based on cluster membership. We propose, rather
than filtering the ranked list, to select the images from the
clusters. Not only, we believe that other criteria, such as the
size of the clusters could be interesting, but also when most
of images are highly relevant, we can ignore the rank.

The way most diversity methods work implies what we
call Rank priority. Filtering is equivalent to, first choosing the
cluster which contains the image of rank 1, then choosing a
different cluster containing the next possible lowest rank.
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(a) Tree of concepts (Xilopix)
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(b) Color features (Xilopix)
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(c) Color features (ImageClef2008)

Fig. 3. Comparison of average CR20 for FlatO and HierO ordering with
Increasing, Decreasing and Rank cluster priorities on Xilopix benchmark (a)
using the tree of concepts and (b) using color features. On (c) the comparison
is done on the ImageClef2008 benchmark using color features

Other ways to prioritize the clusters may be interesting
since the allow to include global descriptions of the clusters.
For instance, we propose to consider the number of images
contained in each cluster. If the clusters are ordered in a
decreasing order of number of images per cluster, the first
shown images are the ones that are frequent in the dataset,
and thus we assume that they are the ones the user, a priori,
expects; while when using an increasing order, the first shown

results should correspond to more original images.

C. Flat and Hierarchical Ordering

To exploit the different levels of granularity created by the
AHC, we propose a new ordering method called Hierarchical
Ordering and we compare it to a more classical way of doing,
the Flat Ordering.

In the case of Flat Ordering (FlatO), images are arranged
taking an image of each cluster; the clusters being ordered
beforehand either by increasing priority, decreasing priority or
rank priority. Inside a same cluster images are ordered using
the initial rank. For example, in Fig. 2(a), images of cluster 1
are related to ‘jaguar animals’ while images of cluster 2 to
‘jaguar cars’. In Fig. 2(b), the final results (a), (c) and (e)
using the flat ordering are a mixture of ‘jaguar animals’ and
‘jaguar cars’.

In the case of Hierarchical Ordering (HierO), we cut the
dendrogram a first time to obtain a macro level. Then using
the same cutting technique, but focusing on the lower part
of the already cut dendrogram, we obtain a subcluster level.
For example, for the Fixe10/20 cutting technique, we first cut
the dendrogram in order to obtain 10 clusters, then a second
time to obtain 20 subclusters. Then images are arranged, first
following the macro level, taking into account the cluster’s
priority, and, in a second round, alternating the images based
on subcluster’s priority. In other words, to produce the final
result, first, one image per cluster is selected. Then, when
selecting a second image for each of an already used cluster,
a subcluster selection is applied: the next subcluster not yet
used will be selected. In Fig. 2(b), HierO will induce an
alternation between different subthemes ‘historical cars’ and
‘modern cars’ (see results (b), (d) and (f)). For the results (b),
(d) and (f), the four sub-themes are always presents is the four
first images; contrary to results (a), (c) and (e) where only two
sub-themes are present in the four first images.

V. BENCHMARKS AND MEASURING DIVERSITY

A. Xilopix benchmark

The images and their annotations were made available
by the search engine Xilopix. This means that this dataset
corresponds to a real application. Each image is manually
associated by Xilopix image documentalists to one or more
leaves of a tree of concepts and also to a color histogram in
the HSV space.

The ground truth was built in partnership with Xilopix’s
documentalists according to the following protocol: first,
the documentalists selected, among the most requested user
queries, the 21 queries that offer a priori the greatest diversity.
For each query, the first 100 retrieved results were recovered.
All these results are relevant because the images are annotated,
in the database, by hand. Second, the documentalists grouped
the resulting images in diverse “classes”. For example, for
the query “car” there are 9 classes (car in the city, car show,
vintage cars, new car, car sputters, car art, car steering wheel,
children car, car of the train). In average on the 21 queries,
there are 10.9 clusters per query (a minimum of 6 and a
maximum of 16 clusters). In average on the corpus images,
there are 1.75 concepts per image (maximum 3 concepts), 13
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different universes are used and the average deep of a concept
leaf is 6.54.

B. ImageClef2008 benchmark

To compare our methods to state of the art approaches,
we selected the ImageClef 2008 Retrieval benchmark [2].
Although it does not provide a tree of concepts, it is a standard
benchmark used in image diversity challenges. In order to be
able to use this dataset, all tests using this benchmark are based
on HSV color histograms.

The data set contains 20k images and 39 queries. For
example, for query “churches with more than two towers”,
to be diverse images have to come from different cities. To
avoid conflict between relevance and diversity, we use the
“ideal runs” introduced in [9]. For each query, only the images
relevant to the query were considered (run number 1), then
a random permutation of the relevant results was performed.
To avoid random bias, the operation is repeated 9 times for
each query to obtain 10 “ideal runs” where all the images
are relevant. A “run” corresponding to all the 39 queries. For
these “ideal runs” the precision at rank 20 (P20) is close to
1 (because all the images are relevant), but the CR20 is in
average of 0.750.

C. Measuring Diversity

As in many works [2], [3], [11], [9], we use cluster recall
at n documents (CRn) to measure diversity. It defines the
diversity offered by an image search engine for a given query
as the number of different diversity-clusters retrieved in the
first n images retrieved by the system, divided by the total
number of diversity-clusters for that query. The diversity-
clusters being defined by the groundtruth. CR20 is not only
relevant to our objective, but since it is the most common
measure, it allows an immediate comparison.

VI. EXPERIMENTAL RESULTS

A. Clusters priorities

A comparison of results shown on the three figures of Fig. 3
shows that the Increasing clusters priority gives globally better
results than Decreasing and Rank clusters priorities. It means
that it is preferable to provide first original images. Original
since they come from clusters with few samples rather than
from clusters with a lot of images. The Rank cluster priority
(baseline) obtains the worse results. This means that in the
case of relevant images, it is better to use a cluster priority
depending on cluster characteristics. In fact, the Rank method
may play a role when several irrelevant images are retrieved,
but plays no role with highly relevant images.

B. Cutting the dendrogram

Results in these figures reveal that the cutting technique
Adapt, which uses the correct number of diversity-clusters
based on groundtruth, is more efficient than the Traditional
method. But the best results are obtained with the Fixe
technique. Moreover, we observe that CR20 increases from
Fixe10/20 to Fixe20/30, and decreases after from Fixe20/30
to Fixe90/100. The globally optimal results are obtained with
Fixe20/30. We have also computed CR10 and CR30 for the

TABLE I. SUMMARY OF MAIN RESULTS ON XILOPIX

Method CR20 Time (sec.)

NoDiv 0.428 ( ref. ) -

Random 0.673 (+57%) -

XiloTree Inc. 0.793 (+85%) -

XiloTree Dec. 0.800 (+87%) -

XiloTree Rank 0.751 (+75%) -

FlatO Color Inc. Fixe30/40 0.734 (+71%) 1.20

HierO Color Inc. Fixe20/30 0.749 (+75%) 1.21

FlatO Tree Inc. Fixe20/30 0.851 (+99%) 0.90

HierO Tree Inc. Fixe20/30 0.867 (+103%) 0.90

exact same runs and we observe that the overall maximum
is obtained with Fixe10/20 for CR10 and with Fixe30/40 for
CR30.

From these results we conclude that the correct clustering
optimisation objective (i.e. target number of clusters) is not the
number of real diversity-clusters (as optimized by Adapt), but
the number of images to be considered and thus being shown.
In other words, to optimize diversity in an interface showing
15 images, the best bet is to use a clustering that produces 15
clusters - independently of real diversity of any of the queries.

C. Color vs. tree of concepts

If we compare the Fig 3(a) and Fig 3(b), we note that
methods based on color yield to results significantly worse
than those obtained based on the tree of concepts. This is
a clear indicator that the use of a tree of concepts, when
available, is an appealing option for diversity. Notice that the
documentalists did not use the tree of concepts to create the
groundtruth, i.e. diversity groups.

D. FlatO vs. HierO

A closer look at results on the three figures of Fig. 3 reveals
that, when using Adapt, Traditional, Fixe10/20 and Fixe15/25
cutting techniques, HierO sorting provides significantly better
results than FlatO (baseline).

For Fixe20/30 to Fixe90/100, HierO and FlatO provide, in
all cases, a similar degree of diversity. We conclude that the
hierarchical ordering is more interesting when we consider
only a few clusters (less than 20). This is due to the fact
that a high number of AHC-clusters for a smaller number
of diversity-clusters is equivalent to working directly on the
subcluster level. But overestimating the number of clusters will
provide lower clustering.

Finally, we recommend the use of hierarchical approaches,
since intrinsically diversity has a nested granular nature, and,
as shown, HierO is at worse equal to FlatO.

E. Overall comparison

Table I summarizes the main results obtained on Xilopix
benchmark. NoDiv method corresponds to the results as re-
turned by the search engine, without any modification. Al-
though all images are relevant, the CR20 is only 0.428, which
means that similar images tend to appear together. A simple
method for obtaining some diversity is randomly permuting
the results (random method). Randomness can here raise the
CR20 up to 0.673 (in average).
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TABLE II. RESULTS ON IMAGECLEF2008 BENCHMARK - ON AVERAGE

FOR THE 10 IDEAL RUNS

Method CR20 Std

NoDiv (run number 1) 0.683 -

Random (10 ideal runs) 0.750 (ref.) 0.032

DIVVISU [9] 0.787 (+5%) 0.025

VISKMEANS [7] 0.767 (+2%) 0.034

DIVALEA [9] 0.764 (+2%) 0.022

FlatO Color Rank Fixe20/30 0.816 (+9%) 0.016

HierO Color Rank Fixe20/30 0.816 (+9%) 0.016

In order to compare the benefits of using an AHC, instead
of using directly the tree of concepts to promote diversity, we
developed the XiloTree method, which builds clusters using the
leafs of the tree of concepts. This straightforward method can
only handle one concept per image. XiloTree based on the first
annotated concepts increases CR20 up to 0.8. It turns out that
using an AHC is clearly interesting, since HierO and FlatO
based on the tree of concept clearly outperforms XiloTree.

We also note that ordering methods FlatO and HierO using
the tree of concepts offer a greater diversity than the same
methods when using color descriptors. From computational
time perspective, methods using the tree of concepts are faster
than the ones using colors. This may be due to the fact that the
introduced generalized dissimilarities and RootFusion linkage
criterion are very fast to compute. The average computation
time for a query that calculates the AHC based on the first 100
retrieved images is less than one second. This is a reasonable
time for an interactive application. This value represents an
upper bound since we have not optimized the process.

F. State of the art comparison

In order to compare our method with the state of the
art, we tested on the 10 “ideal runs” of ImageCLEF2008.
Table II compares several variations of our approach with other
state of the art methods, all using only visual information,
since there is no concept tree associated to the images. The
10 ideal runs obtained already a high CR20 of 0.750; it
is so difficult to increase the diversity for this benchmark.
DIVALEA [9] method randomly permutes the first 40 results.
VISKMEANS [7] is a partitioning data method based on a
k-means, while DIVVISU [9] is an a priori partitioning of
the visual space method. On the 10 “ideal runs”, our methods
FlatO and HierO with ranking priority offer greater diversity
than any other method: +7% compared to VISKMEANS and
DIVALEA, +4% compared to DIVVISU.

VII. CONCLUSIONS AND FUTURE WORKS

We believe that diversity is a problem that is inherently
hierarchical. In fact, for a given query, the results can be
grouped by theme, by sub-theme, and so on. This is why we
have chosen to use an Agglomerative Hierarchical Clustering
(AHC). We believe that this model is, not only, able to capture
the different available granularities, but also allows a simple
exploitation. In this paper we focused on two main challenges.
First, how to exploit a tree of concepts in order to regroup
similar documents. We show that we can easily generalized
the Wu-Palmer similarity in order to measure the dissimilarity
between images described by sets of concepts in the tree.
The experimental results show that it is better to use concept
features than visual features from a diversity point of view.

Second, how to exploit the hierarchical structure of the
AHC to obtain a better diversity. In the one hand, we show
that using an AHC we can improve the diversity, compared
to exploiting directly the clustering provided by the tree of
concepts (XiloTree).

Third, we show that a hierarchical ordering (HierO) pro-
vides systematically better results than a standard approach
(FlatO). But the improvements strength depends on the intrin-
sic diversity of the queries.

Our tests suggest that our approach outperforms the state
of the art. Unfortunately, public available benchmarks are not
fully adapted to measure the effectiveness of the proposed
methods. Furthermore, what is important is that a benchmark
contains many queries, and not many documents.

Our method does not use the rank, and thus implicitly
the relevance, of the result. An interesting challenge and
future work is how to integrate it, without losing in terms of
performance, when in presence of not always relevant results.
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