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Abstract—When patients operate a home infusion pump, they 
maybe make some mistakes, and it will be dangerous.  To detect 
potentially life threatening errors, we design an assistance system 
based on observation by multiple cameras and robust spatio-
temporal algorithm. Firstly, we record the video by multiple 
cameras when people use the infusion pump. Secondly, we use a 
robust MoSIFT algorithm, which detects interest points and 
encodes not only their local appearance but also explicitly models 
local motion, to describe the action. Thirdly, we recognize each 
individual human operating step in the use of an infusion pump 
to see if the patient has correctly performed the required actions 
in a safe sequence. The specific infusion pump used for evaluation 
requires 22 operation steps from 12 action classes. From the 
experiments show that our best classifier can obtains an average 
rate of 56%, and MoSIFT algorithm is robust and stable.  

Keywords- Multi-Camera; Human Behaviour Recognition; 
Medical Devices; Physical Sensor; Hidden Markov Model 

I.  INTRODUCTION 

To help meet the increasing health care needs of our aging 
populations we anticipate significant increase in the use of 
prescribed home medical devices. To maintain their 
independence, individuals and/or their at-home companions 
must be able to prepare and apply these devices accurately and 
reliably. As individuals age, many are impacted by cognitive 
decline such that the proper sequencing of steps of a task is 
forgotten.  Since the consequences of making an error in the 
operating procedure can be literally life-threatening, we are 
developing observational methods to detect errors in the 
preparation and operation of such a devices, with the goal of 
eventually alerting the patients to correct mistakes before 
negative side effects could occur.  The goal of our project is to 
develop a flexible mechanism that allows a system to learn 
and refine representations of high-level tasks, from 
observation and interaction with a human operator, based on a 
set of underlying primitive actions that the system already 
understands. Examples of typical home healthcare devices are 
respirators, oxygen pumps, ventilators and nebulizers (to help 
breathing), dialysis machines, infusion pumps, and apnea 
monitors. The primary target population for this work would 
be elderly people living at home, requiring support from home 
medical devices, with impending diminishment of cognitive 
function. These devices can allow a patient to live 
independently with minimal assistance, as long as the home 
medical devices provide the required health support. As a test 

case, we use an infusion pump which allows patients to 
administer intravenous medication by themselves in their own 
home.  

We assume that there will be cameras placed around a work 
table in the home dedicated to the medical activities. The 
system will be trained on video recordings of other people 
operating the device correctly, and later it will detect the 
correct operation sequence in the currently performed 
procedure, and ultimately, provide corrective feedback to the 
user, including perhaps a portion of the recording that shows 
how the appropriate step should be performed.  

In a normal home healthcare situation, the patient is 
instructed in the use of the device over multiple days by a 
visiting caregiver, and eventually performs the operations 
completely unsupervised. Our work imitates this process, 
providing a general set of observations from other subjects 
used for training, and a single instance of training data from 
the specific subject to obtain higher accuracy recognition of 
human actions required for proper use of the device.  

The technical work described here consists of two 
components (1) training the system by recording a set of 
operations, (2) observing a new instance of the operation 
actions and recognizing what operation is being performed. 

The rest of this paper is organized as follows. Section II 
gives a review of exciting methods on event recognition. 
Section III reports the details of the MoSIFT feature. Section 
IV shows the classification. Experimental set up, results and 
conclusion are given in the section V, VI, VII respectively.     

II. RELATED WORK 

Event recognition has become a very hot research topic, and 
many schemes have been proposed for the event recognition. 
Aggarwal et al. [1] give an overview of the various tasks 
involved in the motion analysis of human bodies. Hu et al. [2] 
review the visual surveillance in dynamic scenes and analyze 
different research directions. For event recognition, the first 
and most important issue is how to represent an event 
completely. Since “interest points” have been proven effective 
for object and action recognition, many researchers [3, 5, 9, 
12, 14-15] have devised ways to detect and describe the 
interest points with different schemes. Dollar et al. [3] use 
sparse spatiotemporal features to perform behavior recognition 
including human and rodent behavior. Laptev et al. [5] build 
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on the idea of the Harris interest point detector and find local 
structures in space-time. Laptev et al. [9] address recognition 
of natural human actions with spatio-temporal interest points. 
Wong et al. [12] utilize global information to produce a sparse 
set of interest points for motion recognition. Willems et al. 
[14] present spatio-temporal interest points that are at the same 
time scale-invariant (both spatially and temporally). 
Oikonomopoulos et al. [15] detect the spatiotemporal salient 
points by measuring changes in the information content of 
pixel neighborhoods not only in space but also in time. Klaser 
et al. [13] present a local descriptor based on histograms of 
oriented 3D spatio-temporal gradients. In addition, some 
researchers try to find correlations between actions [6], exploit 
the optimal number of words (vocabulary size) for bag-of-
words algorithms for action recognition by Maximization of 
Mutual Information (MMI) technique [8], and construct video 
representations in terms of local space-time features and 
integrate such representations with SVM classification 
schemes for recognition [4]. At the same time, some 
researchers also exploit the event recognition by model-based 
methods. Model-based approaches relied on various models 
including HMM [19], coupled HMM [20], and Dynamic 
Bayesian Network [21] to model the partial components that 
constitute a single action or the temporal evolution.  

III. MOTION FEATURES AS BUILDING BLOCK 

For spatial and temporal interest point detection and 
description, Laptev et al. [5] extended the 2D Harris corner 
detector to a 3D Harris corner detector, which detects points 
with high intensity variations in both spatial and temporal 
dimensions, resulting in compact and distinctive interest 
points. Since the assumption of change in all 3 dimensions is 
quite restrictive, [5] found very few points and thus many 
motion types were not easily recognizable. Dollar et al. [3] 
discard spatial constraints and focused only on the temporal 
domain. With the relaxed spatial constraints, their detector 
detected more interest points than a 3D Harris detector by 
applying Gabor filters on the temporal dimension to detect 
periodic frequency components. Despite claims that regions 
with strong periodic responses normally contain distinguishing 
characteristics, periodic movements are not always sufficient 
to describe complex actions. 

In order to fix the problem, we proposed the MoSIFT point 
detector and descriptor [18], which focused on spatial and 
temporal interest points. Our approach has two major steps: 
detecting interest points and constructing a feature descriptor. 
Detecting interest points reduces the video from a volume of 
pixels to compact but descriptive interest points.  

This section outlines the MoSIFT algorithm [18] to detect 
and describe spatio-temporal interest points. It was shown in 
[18] that MoSIFT outperformed Laptev’s method [5], which 
also used spatio-temporal points, for event detection on the 
KTH dataset. The difference between MoSIFT and Laptev is 
that MoSIFT first applies the SIFT algorithm to find visually 
distinctive components in the spatial domain and then detect 
spatio-temporal interest points through (temporal) motion 

constraints, as opposed to starting with a 3-D corner detector. 
MoSIFT’s motion constraint consists of a ‘sufficient’ amount 
of optical flow around the distinctive interest points.  

A. MoSIFT Motion Interest Point Detection 

 
Figure1. System flow graph of the MoSIFT algorithm. A pair of frames is 
the input. Local extremes of the Difference of Gaussian (DoG) images, 
computed by subtracting adjacent intervals, and optical flow determine the 
interest points for which features are described. 

The MoSIFT algorithm takes a pair of video frames to find   
spatio-temporal interest points at multiple scales. Two major 
computations are applied: SIFT point detection [17] and          
optical flow computation matching the scale of the SIFT 
points. Figure 1 gives the framework of the algorithm. 

SIFT was designed to detect distinctive interest points in 
still images. The candidate points are distinctive in 
appearance, but they are independent of the motions in the 
video. For example, a cluttered background produces interest 
points unrelated to human actions. Clearly, only interest points 
with sufficient motion provide the necessary information for 
action recognition.  

In the interest point detection part of the MoSIFT algorithm, 
optical flow pyramids are constructed over two Gaussian 
pyramids. Multiple-scale optical flows are calculated 
according to the SIFT scales. A local extreme from DoG 
pyramids can only become an interest point if it has sufficient 
motion in the optical flow pyramid.  

The advantage of using optical flow, rather than video 
cuboids or volumes, is that it explicitly captures the magnitude 
and direction of a motion, instead of implicitly modeling 
motion through appearance change over time. 

Motion interest points are scale invariant in the spatial 
domain. However, we do not make them scale invariant in the 
temporal domain, since we believe that the temporal scale 
differentiates meaningfully different human actions 
(walking/running, touching/hitting). Temporal scale invariance 
could be achieved by calculating optical flow over multiple 
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scales in time.  

B. Motion and Appearance Feature Description 
Appearance and motion information together are the 

essential components for an action classifier. Since an action is 
only represented by a set of spatio-temporal point descriptors, 
the descriptor features critically determine the information 
available for recognition.  

 
Figure2. Grid aggregation for MoSIFT feature descriptors. Pixels in a 
neighborhood are grouped into 4x4 regions. As in SIFT, an orientation 
histogram with 8 bins is formed for each region resulting in a 128 element 
vector. The MoSIFT feature concatenates aggregated grids for both 
appearance (SIFT) and motion for a 256 element descriptors vector.  

The MoSIFT descriptor adapts the idea of grid aggregation 
in SIFT to describe motions. Optical flow detects the 
magnitude and direction of a movement. Since, optical flow 
has the same properties as appearance gradient, the same 
aggregation can be applied to optical flow in the neighborhood 
of interest points to increase robustness to occlusion and 
deformation.  

The main difference to appearance description is in the 
dominant orientation. For human activity recognition, rotation 
invariance of appearance remains important due to varying 
view angles and deformations. Since our videos are captured 
by stationary cameras, the direction of movement is an 
important (non-invariant) vector to help recognize an action. 
Therefore, our method omits adjusting for orientation 
invariance in the motion descriptors.  

In this implementation, the appearance (SIFT) and motion 
(optical flow) part of MoSIFT are different from the common 
SIFT features and optical flow. First, some SIFT points with 
small motion are omitted, and then the optical flow is just 
computed around the SIFT points, while other optical flow 
information is deleted. Our experiments show that this kind of 
constraints on SIFT and optical flow can get good 
performance. When the two histograms (appearance and 
optical flow) are aggregated into one descriptor, which now 
has 256 dimensions, its performance for action and event 
classification is improved over the individual components. 
That is to say, the MoSIFT feature can describe actions better 
than SIFT and optical flow directly. Figure 2 shows the feature 
description. 

IV. CLASSIFICATION 

For each key frame, the number of extracted key points can 
be different, depending on the complexity of the moving 

objects. Therefore, we use a bag-of-words (BoW) approach, 
based on a k-means clustering. In three separate experiments, 
we quantify the SIFT descriptor, the optical flow (OF) 
information, and the complete the MoSIFT descriptor into a 
fixed size vector for each frame.  

In all cases, we aggregate all the visual words over the 
duration of a single event. Thus, each event is represented by a 
visual word histogram. We then apply a χ2 kernel with an 
SVM classifier because it has been shown to be most suitable 
for calculating histogram distances [16].  

Whereas in text information retrieval the vocabulary size is 
determined by the words found in the dictionary (or the 
corpus), the size of our visual word vocabulary must be 
decided by the number of clusters created with a clustering 
process. Choosing the optimal size is a trade-off between 
discrimination and generalization. A small vocabulary is less 
discriminative since two key points may be assigned into one 
cluster even if they are not similar to each other. On the other 
hand, a large vocabulary may lack generalization power since 
similar key points may be assigned to different clusters. 
Preliminary work showed that using a medium size visual 
word vocabulary leads to the most robust performance. 
Throughout our experiments, we used a 600 BoW vocabulary 
size for MoSIFT feature. In order to compare the performance 
of MoSIFT with SIFT and OF fairly, the 600 BoW vocabulary 
size is also used for SIFT and OF respectively.  

To classify an individual action, we use the SVM classifier 
with the BoWs from the MoSIFT features. This recognizes 
and individual action, but there is a partial order to the 
sequences of actions in the operation of an infusion pump. E.g. 
the port into the arm must be uncapped, before it can be 
cleaned. However, other steps may be interchanged in a valid 
operating sequence. This partial order information has the 
potential to improve the classification performance. In [19-
21], the partial components that constitute one single action or 
the temporal evolution are modeled. Unlike [19-21], we use a 
Hidden Markov Model (HMM) to model the sequence 
constraints on the order of actions, not the partial components 
that constitute a single action.  

Supposing we are given a Hidden Markov Model (HMM) 
with states Y , initial probabilities iπ of being in state i  and 
transition probabilities ,i ja of transitioning from state i to 
state j . Say we observe outputs 0 1, ..., Tx x x . The state 
sequence 0 1, ..., Ty y y  most likely to have produced the 
observations is given by the recurrence relations [22]: 

0, 0

, , 1.

Pr( | )
Pr( | )*max ( )

k k

t k t y Y y k t y

V x k
V x k a V

π

∈ −

= ∗
= ∗

             (1) 

Here Pr( | )tx k is the observation probability, ,t kV  is the 
probability of the most probable state sequence responsible for 
the first 1t + observations (we add one because indexing 
starts at 0). The Viterbi path can be retrieved by saving back 
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pointers which remember which state y was used in the 
second equation. Let ( , )Ptr k t be the function that returns the 

value of y used to compute ,t kV if 0t > , or k if 0t = . Then: 

,

1

arg max ( )

( , )
T y Y T y

t t

y V

y ptr y t
∈

−

=

=
                                       (2) 

Here, we set Y  = 12, and the probability output of SVM 
classification is used as our observation probability. We can 
learn iπ  from the training dataset, and by this way, we can 
derive the state transition probability.  

There are limits to what we can visually observe and 
classify. Therefore, we decided to use on-pump sensors to get 
accurate action information, when possible. Some actions will 
always remain a vision challenge, for instance “cleaning” or 
“flushing”. But other actions can be easily acquired by just 
sensing the state of the infusion device. Our sensor able to 
electronically detect when the patient turns the pump “off or 
on” and when she “pushes the buttons”. To achieve this we 
analyzed the electric signal that was generated internal to the 
infusion pump (see Figure 5). While our sensor only gives us 
indication of voltage changes on different wires inside the 
pump, this can be mapped into a relatively robust estimation 
of particular action that was performed on the pump itself. 
While it would perhaps be desirable to complete redesign and 
reprogram the pump, e.g. adding more internal error state 
monitoring based on button pushes, or accelerometers for 
understanding what is being done to the pump, such 
modifications would require FDA approval and re-certification 
of the device by the manufacturer and is outside of the scope 
of this project. Using our simple and cheap physical sensor, 
we nevertheless have much more confidence that we detect at 
least some pump button related actions with high accuracy. 
Thus, we can obtain significant improvement using the 
physical sensor in recognizing those actions, as well as 
improvements on sequentially preceding and following actions 
due to the HMM model constraints. 

V. EXPERIMETAL SETUP  

To study people performing the actual pump operation 
procedure, we use a real Abbot Laboratories Infusion Pump 
(AIM Plus Ambulatory Infusion Manager). A realistic infusion 
protocol was designed with the help of an expert consultant. 
The infusion protocol has 22 steps. To operate this pump, the 
following protocol is required (simplified for readability):  

1.  Power on the pump device 
2-5. Select the correct infusion program through pushing 

buttons on the device (Note: this requires multiple 
steps)  

6. Open (un-cap) the arm port (entry tube into the body) 
7. Clean the port with sterile pads 
8. Open (un-cap) pump tube 
9. Clean the pump tube (port) with sterile pads 
10. Flush the port tube with saline syringe injections 

11. Connect the arm port tube to the pump tube 
12. Start the infusion process on the device 
13. When pump signals end of infusion, stop pump 

program 
14. Disconnect arm port tube 
15. Clean pump port tube with sterile pads 
16. Cap pump port tube 
17. Clean arm port with sterile pads 
18. Flush the arm port tube with saline syringe injections 
19. Flush arm port tube with Heparin anti-clotting agent 

syringe injections 
20. Clean arm port tube 
21. Cap arm port tube 
22. Turn off pump.  
At the beginning, the pump, an IV Bag, IV infusion sets, 

syringes and alcohol prep pads are placed on a square table. In 
our experiments, the syringes with saline solution and the 
blood-thinning agent Heparin were replaced by color-coded 
syringes with water and the infusion tube was not connected to 
the body, but the port was positioned as if it were. While 
sitting at the table each participant operated the pump to 
achieve a correct infusion. Although some steps can be 
interchanged in order, such as open the pump port and open 
the arm port, a certain critical sequence is vital. The “correct 
infusion steps” were demonstrated to each participant and the 
protocol was tried once with assistance from an experimenter 
acting as a trained caregiver. 

As the initial data, we recorded 9 subjects using the device 
correctly once each. We then recorded, for test purposes, the 
complete operation sequence again for three of the initial 
subjects.  

The scene was recorded using 4 standard camcorders for all 
our 9 participants, for a total of 12 complete operations. The 
specifications of the recording setup are given in Figure 3, and 
images from different camera views are shown in Figure 4. 

 
Figure3.  Setup - Exact placement of cameras for recording 

The videos were time-synchronized and each action was 
labeled manually to provide ground truth. Different related 
actions were grouped into 12 classes of behaviors: (1) 
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Powering the pump on, (2) pressing a button on the infusion 
device, (3) open the pump port, (4) open the arm port, (5) 
clearing the pump port, (6) clearing the arm port, (7) injecting 
the contents of a syringe, (8) connecting the tubes, (9) 
disconnecting the tubes, (10) attaching a cap to a pump end, 
(11) attaching a cap to a tube end , (12) Powering the pump 
off. 

 

 
Figure4.  Example of videos from the different cameras. From left to right 
and top to bottom, images are from the “above” camera, the “front” camera, 

the “very high” camera and the “side” camera 

Our experiment was designed as a recognition experiment: 
the system was given a predefined event period and was asked 
to determine the class of action that had taken place. In the 
experiment, we use a Leave-one-Person-out (LoPo) setup, 
while training the classifier on all sequences of the other 
subjects. That is, we trained the classifier on 8 subjects and 
tested on the remaining one, iterating this procedure for all 
subjects. In all cases, it was guaranteed that the classifier had 
never seen a particular sequence while testing on that 
sequence, and the same sequences (9 subjects x (1~2) 
sequences each) were to determine accuracy of the action 
classifiers. 

 

Figure5. The electronic sensor interface for capturing device internal state is 
shown in the red rectangle 

VI. RESULTS AND ANNLYSIS 

Table 1 shows that the SIFT, OF, and MoSIFT average 
action class recognition accuracy is around 20%, 22% and 
24% respectively, which is much better than a baseline 
random classification (8%), but clearly far from useful to 

prevent home-use errors. For these three descriptor of event, 
the SIFT just focuses on the appearance of event, but the 
optical flow catches the direction of motion during an event. 
Given a still object and a moving object, if there are same 
appearance, the SIFT descriptor would not distinguish them. 
As for optical flow, if different objects have the same 
movement, the optical flow will recognize them as the same 
action, even if in fact, they are different from each other. From 
the Table I, we can see that the performance of optical flow is 
better than that of SIFT, but MoSIFT, which considers both 
optical flow and appearance, is clearly the best. 
TABLE I.  ACTION OCCURRENCE FREQUENCY, RANDOM CLASSIFICATION 
ACCURACY AND SVM CLASSIFICATION ACCURACY USING THE SIFT, OPTICAL 
FLOW (OF) AND MOSIFT FEATURE  RESPRECTIVELY.  

Action Class Freq
Count 

Baseline 
(random) 

 
SIFT OF MOSIF

T 

Power On 12 0.04  0.21  0.06  0.23  
Pushbutton 86 0.31  0.93  0.96  0.96  
Open Pump 12 0.04  0.00  0.00  0.00  
Open Arm 12 0.04  0.00  0.06  0.08  
clean Pump 13 0.05  0.02  0.00  0.00  
clean Arm 49 0.18  0.68  0.69  0.69  
FlushGreen/Yellow 36 0.13  0.53  0.60  0.67  
Connect 12 0.04  0.02  0.02  0.04  
Disconnect 12 0.04  0.00  0.04  0.00  
Cap Pump 11 0.04  0.00  0.02  0.00  
Cap Arm 13 0.05  0.00  0.02  0.04  
Power OFF 12 0.04  0.06  0.13  0.21  
Total(Average) 280 0.08  0.20  0.22  0.24  

TABLE II.  AVERAGE ACTION RECOGNITION ACCURACY FOR EACH 
CAMERA USING MOSIFT FEATURE AND SVM 

Action Class Very 
High Above Side Front Aver 

Power On 0.17  0.25  0.08  0.42  0.23  

Pushbutton 0.98  0.92  0.95  0.98  0.96  

Open Pump 0.00  0.00  0.00  0.00  0.00  

Open Arm 0.00  0.08  0.08  0.17  0.08  

clear Pump 0.00  0.00  0.00  0.00  0.00  

clear Arm 0.65  0.55  0.82  0.76  0.69  

FlushGreen/Yellow 0.61  0.75  0.72  0.61  0.67  

Connect 0.00  0.00  0.00  0.17  0.04  

Disconnect 0.00  0.00  0.00  0.00  0.00  

Cap Pump 0.00  0.00  0.00  0.00  0.00  

Cap Arm 0.00  0.00  0.15  0.00  0.04  

Power OFF 0.08  0.25  0.08  0.42  0.21  

Average 0.21  0.23  0.24  0.29  0.24  

What is more, the performance of “Push button”, “Clean 
Arm” and “Flush the Green/Yellow” (use the syringes), whose 
accuracies are 96%, 69% and 67% respectively, are much 
better than that of other actions. For example, the accuracy of 
“power on”, “power off”, “open Arm”, “connect” and 
“disconnect” are 23%, 21%, 8%, 4%, 4% respectively, while 
other are zero. In fact, it is very difficult to distinguish actions 
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such as “Open Pump” (i.e. uncap the tube coming from the 
pump port) and “Open Arm” (i.e. uncap the tube coming from 
the arm port ), “Clean pump” (disinfect the tube connected to 
the pump port) and “Clean Arm” (disinfect the tube going into 
the arm port), “Cap Pump” (re-close the tube going to the 
pump port) and “Cap Arm” (re-close the tube going to the arm 
port). 

The average action recognition accuracies for each camera 
using MoSIFT feature and SVM classifier are given in Table 
II. From Table II, we can see that the performance of different 
cameras is very different for some actions. For example, the 
accuracy of “power on” from the front and side camera is 42% 
and 8% respectively. For the “connect” action, the accuracy of 
the front camera is 17%, while the accuracies of other cameras 
are zero. This result clearly points to the conclusion that the 
fusion of multiple cameras is a possible way to improve the 
performance in the future.   

In Table II, the SVM classifiers only adopted the MoSIFT 
BoW feature, are robust for object and event recognition and 
superior to optical flow and SIFT alone. Each action is 
recognized independently. Since the operating actions take 
place in constrained order, an HMM model is used to capture 
the partial sequence information, and the SVM-HMM scheme 
is proposed, which was introduced in section IV. The Table III 
shows the results of SVM-HMM. Table III clearly shows that 
the accuracies of all cameras can get much improvement by 
using the SVM-HMM scheme. For example, the average 
accuracy of the very high camera changes from 21% to 35% 
(14% improvement), and the average accuracy of the front 
camera goes up from 29% to 42% (13% improvement). The 
average action recognition accuracy of all cameras improves 
from 24% to 35%.  The biggest performance improvement 
occurs on the action “Open Arm”, whose accuracies change 
from 8% to 71%, and the average action recognition accuracy 
of “Power On” goes up from 23% to 75%.  
TABLE III.  AVERAGE ACTION RECOGNITION ACCURACY FOR EACH 
CAMERA USING MOSIFT FEATURE AND SVM-HMM 

Action Class Very 
High Above Side Front Aver 

Power On 0.75 0.75 0.75 0.75 0.75 

Pushbutton 0.90 0.92 0.93 0.95 0.92 

Open Pump 0.00 0.00 0.08 0.08 0.04 

Open Arm 0.75 0.58 0.75 0.75 0.71 

clear Pump 0.00 0.00 0.08 0.00 0.02 

clear Arm 0.67 0.45 0.71 0.63 0.62 

FlushGreen/Yellow 0.72 0.53 0.75 0.67 0.67 

Connect 0.17 0.17 0.25 0.33 0.23 

Disconnect 0.08 0.00 0.00 0.00 0.02 

Cap Pump 0.00 0.00 0.00 0.00 0.00 

Cap Arm 0.08 0.00 0.00 0.31 0.10 

Power OFF 0.08 0.00 0.00 0.42 0.13 

Average 0.35 0.28 0.36 0.41 0.35 

From Table III, we can see that some actions can be 

recognized correctly, but others are very difficult to classify. 
Maybe some actions can not be recognized by the visually 
observe and classify, thus we propose to use on-pump sensors 
to get accurate action information, when possible. The 
physical sensor is shown by the red rectangle in Figure 5.  We 
have been able to electronically detect when the patient turns 
the pump “off or on” and when she “pushes the buttons”. The 
Table IV shows the performance of SVM-HMM and sensor 
information. Comparing the results in Table III and IV, we 
find that the physical sensor can greatly improve performance. 
For the above camera, the average action recognition accuracy 
changes from 28% to 47%, whose improvement is 19%. As 
for the side camera, its average action recognition accuracy 
goes up from 36% to 53%. In total, the average action 
recognition accuracy of all cameras fluctuates from 35% to 
51%, and the best performance is from the front camera, 
whose average action recognition accuracy is 54%. 
TABLE IV.  AVERAGE ACTION RECOGNITION ACCURACY FOR EACH 
CAMERA USING MOSIFT FEATURE, SVM-HMM AND SENSOR INFORMATION 

Action Class Very 
High Above Side Front Max Aver 

Power On 1.00 1.00 1.00 1.00 1.00 1.00

Pushbutton 1.00 1.00 1.00 1.00 1.00 1.00

Open Pump 0.00 0.00 0.00 0.08 0.08 0.02

Open Arm 0.75 0.58 0.83 0.75 0.83 0.73

clear Pump 0.00 0.00 0.08 0.00 0.08 0.02

clear Arm 0.65 0.53 0.73 0.71 0.73 0.66 

FlushGreen/Yellow 0.69 0.61 0.75 0.72 0.75 0.69 

Connect 0.25 0.25 0.25 0.42 0.42 0.29 

Disconnect 0.00 0.00 0.00 0.08 0.08 0.02

Cap Pump 0.00 0.00 0.00 0.00 0.00 0.00

Cap Arm 0.69 0.69 0.69 0.69 0.69 0.69

Power OFF 1.00 1.00 1.00 1.00 1.00 1.00

Average 0.50 0.47 0.53 0.54 0.56 0.51

VII. CONCLUSION  

To detect potentially life threatening errors when patients 
operate a home infusion pump, we study how we can observe 
and classify a patient’s actions based on observation by 
multiple cameras. In this paper, we compare the performance 
of SIFT, optical flow and our new MoSIFT classifier, and 
experiments show that the MoSIFT descriptor has the best 
performance, gained from the combination of both appearance 
and motion information.  

Our initial proposal (motion interest points combined with a 
χ2 kernel SVM) performs much better than the random 
baseline, with an average performance (over all cameras and 
actions) of 29%. This however is far from adequate for 
preventing medical errors made by patients at home when 
using the device.  

We then added a number of refinements to the procedure to 
improve performance. Although adding marginal complexity 
to the overall recognition process, these efforts stepwise 
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improve the accuracy. Taking into account the order of the 
actions takes us to 41% average action recognition accuracy. 
Adding a simple and cheap sensor for the direct device 
interaction further improves to our performance to 54% 
accuracy. Finally, in our multi-camera setting, by selecting the 
best camera for each action, we can reach out current peak 
performance with a 56% recognition rate. 

What are the implications for our broader goal? We are 
interested in providing assistance to patients in a home setting 
using a medical device without human supervision, and while 
we have made solid steps in this direction, our accuracy is not 
yet sufficient.  

We firmly believe that the solid performance results, 
achieved on this sample device with very limited training data, 
provide good initial evidence that automated monitoring of 
home medical devices may indeed be viable. Further gains can 
be expected when larger numbers of subjects are used for 
training. In the future we will address the problem of not only 
detecting action behaviors, but also locating them in time 
during the continuous observation of the protocol.  

Further in the future, we plan to work on recognizing the 
actions in real-time, in order to be able to then develop live 
interventions to remind the patient when an action sequence 
was not performed correctly or in the wrong order and 
potentially avoid dangerous complications.  

Of course, any results obtained with this pump, would also 
have to be generalized to other types of home medical devices, 
with perhaps different required actions and protocols. 
However we believe we have achieved the first step in 
demonstrating that it may be feasible to apply computer vision 
to observe operations of a home medical device and recognize 
which actions are being performed. 
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