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Abstract. Relationships between colors and emotions have been stud-
ied for a long time in several domains, such as psychology and artistic
theories. In this paper, we extract such relations appearing in social tag-
ging systems, in which users can freely choose the images they upload
and annotate, as well as the annotation tags. We first study two color
representations that can be used to encode the chromatic contents of
such images and select the most appropriate one for discovering color-
emotion relationships, based on their performance for a classification
task. We then extract, from this image corpus and based on the selected
encoding, association rules characterizing relations between colors and
emotions. We use the Apriori algorithm with a particular focus on the
implications of color presence and absence on the emotion presences,
commenting and discussing the obtained results.

Key words: affective computing, color-emotion relationships, social tag-
ging system, association rules.

1 Introduction

Color-emotion relationships have been studied for a long time in multiple fields,
as artistic theories [1] or psychology [2–4]. Besides, in the machine learning do-
main, a large variety of methods has been proposed to study or extract such
relationships, e.g. artificial neural networks [5], SVM [6, 7] or fuzzy c-means [8].
Yet these studies are based on small databases, containing less than 2000 images.

In this paper, we use machine learning approaches to explore color-emotion
relationships, considering a very large image set, acquired from the social tagging
system Flickr (www.flickr.com): we aim at studying the associations that can be
derived from such systems that allow users to upload and share images, as well
as to tag them using any linguistic terms as labels. No constraints (others than
legal constraints) restrain the user, neither for the image selection nor for the
tagging step. Thus, querying such systems offers the possibility to build very
large image sets that are representative of users. This is the main difference
with image sets used in psychological studies, where images are selected by the
researchers.

More precisely we propose to study the relationships between colors and
emotions by retrieving images simultaneously tagged by one emotional term
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and at least one chromatic term. Such queries select from the Flickr images
those that are considered as, first, triggering emotions and, second, having a
significant chromatic content, according to the human evaluation provided by
the linguistic tags. Thus such queries can retrieve images relevant for the study
of color-emotion relationships. In particular, the chromatic tags make it possible
to exclude images whose emotional content would be related to the semantic
content (e.g. a smiling face being associated to joy or a spider to fear), like in
the IAPS image base [9] or in the study carried out by [10].

For this image set, we first compare two representations of colors: on one hand
an objective and numeric one, based on HSV histograms, and on the other hand
a subjective and linguistic one, based on the color tags associated to the images.
After determining the representation that appears the most appropriate for the
relationships between colors and emotions by comparing their performance in a
classification task, we apply the Apriori algorithm [11] to discover color-emotion
relationships in the form of association rules.

The paper is organized as follows: in the next section, we describe the con-
stitution of the image set from Flickr. In Section 3, we describe the two color
representations and the experiments carried out to compare them. In Section 4,
we present the extraction of rules associating colors and emotions. Lastly, in
Section 5, we draw the conclusions and describe future works.

2 Data acquisition

2.1 Social tagging systems

With the development of the web and the amount of available data, many social
tagging systems appeared for sharing and retrieving resources. These resources
include bookmarks in the case of the social bookmarking web service del.icio.us
(www.delicious.com), or more frequently photos and videos, as is the case of
Flickr (www.flickr.com). In these systems, users are allowed to share resources
and to tag them, enabling efficient mining in the huge resulting data sets. No
indexing rules are imposed, leading to free and authentic resource annotation.

The Flickr system, considered in this paper, is a highly popular system,
commonly used worldwide for storing, sharing and tagging photos within family
and friends. Therefore it provides a source to build a reliable, authentic and very
large corpus of images to study color-emotion relationships.

2.2 Collection of images

The image set considered throughout the paper is obtained by retrieving images
from Flickr using queries of the following form:

Emotions AND Colors [*upload start time *upload end time]
Indeed, such queries collect images simultaneously tagged with both chromatic
and emotional terms, i.e. images for which the users indicate a relation between
color and emotions. The optional time part of the query makes it possible to
restrict the images according to their upload date.
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(a) red - anger (b) red - anger (c) green - trust (d) white, red - joy

Fig. 1. Examples of collected images, with their emotional and chromatic tags.

For the selection of the emotional tags used in the queries, we consider the
psychological emotion model proposed by Plutchik [12] that contains 8 basic
emotions declined on three intensity levels. In this paper, the intermediate level
is considered, i.e. the emotions sadness, anger, joy, disgust, surprise, fear, an-
ticipation and trust. The emotional part of the query is a disjunction of these
terms, in the form (sadness OR anger OR ... OR trust).

Regarding the color part of the query, we consider the chromatic terms de-
fined in the reference work on color naming of Berlin and Kay [13], i.e. black,
white, red, green, purple, pink, brown, gray, blue, orange and yellow using again
a disjunction of these terms in the query.

In the image set returned by the above mentioned query, some images are
labeled with several emotions, constituting 2.2% of the retrieved images. In order
to focus on non ambiguous relations between colors and emotions, we remove
such images. Moreover, we remove images whose only color tags are black and
white because they are considered as black-and-white images that would not be
useful in the considered framework. As a result, we obtain a total set of 22 066
images, Figure 1 illustrates some examples.

Figure 2 illustrates some statistical properties of the tag distribution in the
constituted image set. It can be observed that the emotion distribution is highly
unbalanced: around half the images are tagged as joy ; on the contrary, disgust
and anticipation are very under-represented, containing only 58 and 324 images
respectively. We thus remove these two emotions from the study in the following.

Regarding the color distribution, it can be seen that it is unbalanced as well,
although to a lesser extent: the left 6 colors are much more frequent than the
others. Besides, it appears that 30% of the images are tagged with several color
terms; in 70% cases, users decide that a single color is sufficient to characterize
the image color content.

3 Comparison of two color encodings

3.1 Color representations

In this section, we compare two color representations to select the most appro-
priate one to discover color-emotion relationships. On one hand, we use HSV
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Fig. 2. Emotion and color distributions: number of images for each tag.

histograms to numerically encode the chromatic content of the images, using 36
non-uniform bins [14].

On the other hand, we consider a linguistic description based on the chro-
matic tags associated with the images: we associate each image to a binary vector
in {0, 1}11, where each component indicates the absence or presence of each of
the 11 considered chromatic terms. It must be underlined that this description
offers 211 = 2048 different encoding possibilities and that actually only 412 are
encountered in the image set established in the previous section.

3.2 Experimental protocols

In order to compare these two color encodings, we perform classification ex-
periments using C4.5 [15] integrated in WEKA [16] to predict the 6 emotions
(sadness, anger, joy, surprise, fear and trust) from the image chromatic content.

As C4.5 is sensitive to unbalanced data distributions, we apply random sam-
plings without replacements, constituting data sets respectively containing a
constant value of 100, 500, 1000 and 1500 images for each emotion. For each
data set, we compute the correct classification rate, averaged on 6 runs. To
evaluate the result quality, we compare it to a baseline classifier that randomly
predicts the 6 emotions, whose correct classification rate is thus 16%.

3.3 Results and discussions

Figure 3 shows the correct classification rates of all experiments. They all are
well above the baseline random classifier, and are stable for both encodings,
insofar as it does not vary significantly with the size of the training set.

Moreover the curves show that the binary linguistic encoding is significantly
superior to the numerical HSV encoding. This is all the more noteworthy since,
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Fig. 3. Comparison of the 2 image encodings, for different sizes of the training corpus.

as mentioned before, it suffers from a low number of distinctive possible codes.
The reason that can be proposed to explain this result is related to subjectivity
of the linguistic encoding: it results from a human interpretation of the images,
and indicates the colors that are judged important by the users. The latter may
significantly differ from the most frequent color, or more generally from the color
distribution as encoded in the HSV histograms: the human tagger can focus on
a rare color that would be a minor color in the histograms, and nevertheless
conveys the main impression from the image.

This can be illustrated by Figure 1(a) and 1(d): the image 1(a) is tagged
with red whereas the most frequent color, as deduced from the histogram is
black. Likewise, image 1(d) is tagged with red although this color is not the
dominant color in image and can even be considered as rare from the histogram.

As a result, the binary linguistic encoding appears to be the most appropriate
color representation and is used in the following.

4 Color-emotion relationships discovery with association
rules

The classification task in the previous section was not aimed at predicting emo-
tions from colors, but at selecting the most appropriate color encoding. Indeed,
we are not interested in a global model to perform classification, but in identi-
fying relevant regularities relating colors and emotions. The decision trees built
by C4.5 offer some interesting rules, such as ”in images not tagged with gray,
about 99% are tagged with joy”. In order to discover more such rules and ex-
ploiting the fact that the linguistic encoding is binary, we turn to discover such
relationships through association rules.

4.1 Experimental protocol

We are interested in maximal rules of the form A ⇒ B where A denotes a
conjunction of presence of chromatic terms and B represents the presence of one
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emotion. To identify these rules, we apply the Apriori algorithm with a support
threshold of 0.01. This low value comes from the fact that the numbers of images
for some emotions are very low.

There exist many interestingness measures for association rules [17, 18]. In
the following, we focus on the relative risk measure, defined for a rule A⇒ B as

RR =
Nab

Na
× Nā

Nāb

where Na represents the number of images whose tags contain the terms in A,
Nab the number of images presenting both A and B. Nā and Nāb respectively
represent the number of images not tagged with A and images tagged with B
but not A. A relative risk value higher than 1 indicates that B is significantly
more present in image tags when A also is present, than when A is not. This
measure presents the advantage of being normalized with respect to the global
frequencies of A and B, which is necessary for the data we consider in which the
number of images for each emotion and for each color varies significantly.

Therefore, we extract rules for which relative risk is higher than 1.4, meaning
that the frequency of emotion B in the color conjunction A is 40% superior to
the frequency of emotion B when the color conjunction is not in the image tags.
This indicates significant color presences that characterize the emotions.

Moreover as the relative risk of A⇒ B is inverse of the relative risk of Ā⇒ B,
we also extract rules for which relative risk is lower than 1/1.4 = 0.71: such rules
characterize an emotion by the absence of colors and are also highly relevant. We
do not exhaustively look for absence rules, in the form ”the absence of several
colors A ⇒ emotion B”, because all colors and emotions are predominantly
absent of all data, which would result in too many rules. Focusing on presence
rules for which RR < 0.71 provides the means to extract only relevant such
rules. The lower the relative risk, the more significant the absence of the colors.

Lastly, to ease the interpretation of the obtained results, we also indicate for
each rule the values of support (S = Nab/N), confidence (C = Nab/Na) and lift
(L = (Nab/Na)/(Nb/N)), where N denotes the total number of images.

4.2 Results and discussions

Emotion characterization Table 1 presents the obtained rules for which the
relative risk is higher than 1.4 or lower than 0.71 and that are maximal in terms
of premise length: for instance the rule green blue⇒ joy is removed because it
is included in the rule red green yellow blue ⇒ joy (rule n◦3). As a result 18
color-presence rules and 6 color-absence rules, characterizing the presence of an
emotion by the presence (resp. the absence) of color combinations, are identified.

For the presence rules, it appears that all have low support, due to the low
number of co-occurrences of any color-emotion combination. This is also the
reason why joy is the only emotion for which rules involving several colors are
obtained: for all other emotions, the support of the itemsets is below the used
threshold. For the same reason, confidence also tends to be low, except for the
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Table 1. Maximal rules with relative risk (RR) higher than 1.4 or lower than 0.71,
with their support (S), confidence (C) and lift (L), sorted by the relative risk value.

No. Rule S RR C L

color presence

1 black ⇒ fear 0.037 2.46 0.24 2

2 red ⇒ anger 0.025 2.00 0.09 1.58

3 red green yellow blue ⇒ joy 0.010 1.72 0.85 1.71

4 yellow purple ⇒ joy 0.010 1.66 0.81 1.64

5 red yellow orange ⇒ joy 0.011 1.63 0.80 1.61

6 yellow pink ⇒ joy 0.013 1.62 0.79 1.60

7 black ⇒ anger 0.013 1.61 0.08 1.47

8 black ⇒ sadness 0.027 1.57 0.17 1.44

9 blue pink ⇒ joy 0.016 1.56 0.76 1.54

10 red purple ⇒ joy 0.010 1.53 0.75 1.51

11 green orange ⇒ joy 0.012 1.51 0.74 1.50

12 green ⇒ trust 0.019 1.51 0.09 1.37

13 blue purple ⇒ joy 0.010 1.50 0.74 1.49

14 green purple ⇒ joy 0.010 1.50 0.74 1.49

15 pink ⇒ surprise 0.018 1.47 0.15 1.39

16 red pink ⇒ joy 0.015 1.47 0.72 1.46

17 green pink ⇒ joy 0.015 1.47 0.72 1.45

18 blue orange ⇒ joy 0.012 1.44 0.71 1.43

color absence

1 yellow ⇒ fear 0.013 0.71 0.09 0.74

2 black ⇒ surprise 0.012 0.69 0.08 0.72

3 green ⇒ sadness 0.017 0.65 0.08 0.69

4 black ⇒ joy 0.052 0.64 0.33 0.68

5 blue ⇒ anger 0.011 0.64 0.04 0.70

6 yellow ⇒ sadness 0.012 0.63 0.08 0.66

joy rules for which it achieves values higher than 0.7. On the other hand, it
can be observed that for all the obtained rules, the lift values are higher than 1,
indicating that the proportion of images tagged with the involved emotion among
those presenting the considered color combination is significantly higher than the
global proportion. Regarding the absence rules, for which only the relative risk
value is significant, it appears that the lowest value remains high (0.63). The
number of absence rules is thus small.

The rule with maximal relative risk characterizes the presence of fear by that
of black, with a very high score: fear is 2.5 times more present in images tagged
with black than in images not tagged with black. Moreover, this relation is all the
stronger as it is the only rule that concludes to fear in the presence rules. The
absence rules indicate that fear can be derived from the absence of yellow. It
can be underlined that this characterization corresponds to a commonly accepted
and intuitive representation: it illustrates the fact that the data gathered from
the social tagging system reflect widely spread cultural characteristics.
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The second best presence rule establishes a link between red and anger as-
sociated to high values both for relative risk (2) and lift (1.5). This means that
red can be interpreted as having a priority to characterize anger. Still, it must
be underlined too that, from rule n◦3, red combined with other colors implies
joy. Besides, it appears that anger is also related to black, to a lesser extent but
still with a significant relative risk value higher than 1.5, which can be seen as a
less obvious result.

The following rules involve joy, with many different colors. As already men-
tioned, these results show that the proposed approach still has a bias to the
overall frequency: the emotion distribution is so unbalanced that the support
threshold of 0.01, although very low, still leads to many rules associated to the
most frequent emotion, even if the considered interestingness measure is not
sensitive to the frequencies. As a consequence, it appears that the color char-
acterization of joy is more difficult than that of rarer emotions: many different
colors are attached to it. Still, it appears that most colors are bright ones, even
if purple also appears to play an important role.

Sadness appears to be characterized by the presence of black, and trust by
that of green, which again constitutes results compatible with common repre-
sentations.

Lastly, it can be underlined that dark colors, and in particular black, are
associated to all three negative emotions (fear, anger and sadness), and that its
absence is considered as characterizing the most positive emotion, joy. On the
contrary, the absence of the brightest color, yellow, is associated to both fear
and sadness.

Color characterization In this section, we turn to exploiting the identified
rules to characterize the color use, instead of analysing them emotion after emo-
tion. To that aim, Table 2 shows the rules as a double entry matrix, indicating
for each color-emotion pair whether the color characterizes the emotion by its
presence (P), its absence (A) or does not characterize it (-). Moreover, it recalls,
in parentheses, the associated relative risk value.

The table highlights the fact that red only characterizes the anger emotion,
underlining the strength of this relationship. On the contrary it also shows that
black cannot be associated to a single emotion, but to three of them, even if fear
obtains the highest score. These three emotions are the three negative emotions
in our study. Green appears to be a color highly typical for trust, as it only char-
acterizes the presence of this emotion. As reciprocally, no other representative
color appears for trust, green is very appropriate to characterize it. The presence
of yellow does not appear to characterize any emotion, but its absence is related
to sadness and fear. Blue only characterizes an emotion by its absence, namely
anger, which means it is not a very significant color.

Lastly, it is interesting to see that several colors do not appear in any rules:
this holds for the not so frequent colors, orange, purple, brown and gray, but also
for white. Now the latter has a significant overall frequency: its absence indicates
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Table 2. Significant colors for the emotions with the relative risk (P: significant pres-
ence, A: significant absence, in parentheses, RR value).

Color sadness anger fear surprise trust joy

red – P (2.0) – – – –

green A (0.65) – – – P (1.51) –

yellow A (0.63) – A (0.7) – – –

black P (1.57) P (1.61) P (2.46) A (0.69) – A (0.64)

blue – A (0.64) – – – –

pink – – – P (1.47) – –

red green yellow blue – – – – – P (1.72)

that this color may convey many different emotions, and cannot be used directly.

5 Conclusion

In this paper, we collect a set of images with emotional content, for which the
emotional impression is related to the chromatic content, querying the social tag-
ging system Flickr. We propose two image encodings and study the color-emotion
relationships through existing classification and association rule algorithms. The
classification experiments make possible to select the most appropriate color rep-
resentation: they show that the linguistic encoding is more significant and rele-
vant than the numeric one to extract color-emotion relations. This is due to the
subjectivity of the linguistic coding, that results from a human interpretation of
the chromatic content of the images. Relationships between colors and emotions
can be extracted using the Apriori algorithm, in the form of association rules.

The identified relations show interesting results, that are often compatible
with common representations about the emotions conveyed by colors: they high-
light the widely spread cultural impressions shown by the social tagging system.
Some other rules are less expected and encourage to refine the obtained results.

In particular, future works will include the introduction of fuzzy chromatic
description based on HSV relations between colors so as to possibly enhance
rare chromatic tags. Another perspective aims at developing a more refined in-
terpretation of absence rules, and at studying their relevance in the framework
of freely chosen labels. Indeed, the absence of tagging constraints and indexing
rules, that leads to natural and authentic image annotation, also leads to ques-
tion the relevance of tags that may depend on the personal subjectivity of the
annotator.
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