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Abstract. In conventional security systems, protected resources such as
documents, hardware devices and software applications follow an On/Off
access policy. On, allows to grant access and off for denying access. This
access policy is principally based on the user’s identity and is static
over time. As applications become more pervasive, security policies must
become more flexible in order to respond to these highly dynamic com-
puting environments. That is, security infrastructures will need to be
sensitive to context. In order to meet these requirements, we propose a
conceptual model for context-based authorizations tuning. This model
offers a fine-grained control over access on protected resources, based on
a set of user’s and environment state and information.

1 Introduction

Research in the security field covers many aspects such as the improvement of
cryptographic algorithms in order to make them more resistant to hackers, im-
plementation of new authentication methods and designing access control mech-
anisms, etc. In traditional security systems, the security policy is pre-configured
to a static behavior and cannot be seamlessly adapted dynamically to new con-
straints. This situation is due to the lack of consideration for the context in
existing security systems. As a consequence, there is a lack of clearly defined
conceptual models of context and system software architectures.

The goal of our research is to develop a conceptual framework for context-
based security systems. Context-based security aims at adapting the security
policy depending on a set of relevant information collected from the dynamic
environment. As the environment evolves, the context change, some contextual
elements being integrated in the proceduralized context, others leaving the pro-
ceduralized context [1]. Thus, security policies dynamically change in order to
cope with new requirements.
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Our model is intended to handle all the components of a security system in-
cluding authentication, privacy and authorization and may be easily extensible
to include new security modules. However, this article discusses essentially re-
sources access control or authorizations in the case of distributed systems, where
a set of independent computers and devices communicate via a network in order
to share data and services.

The structure of the paper is as follows. Section 2 discusses security issues
in ubiquitous applications. The main contributions of the paper are presented
in Section 3. The foundations for designing context-based authorizations frame-
works are laid in Section 4. Section 5 concludes this paper with an outline of
future research directions.

2 Security Issues in Ubiquitous Applications

The use of widely distributed resources provides a huge potential for expanding
the way that people and businesses communicate and share data, provide services
to clients and process information to increase their efficiency. This broad access
has also brought with it new security vulnerabilities. Security systems developed
now suppose a given and static framework, when attacks generally try to bypass
these static contexts of effectiveness of security systems. Amazingly, security
has often been the last requirement in designing such dynamic environments.
This situation is due to the high cost of security infrastructures, export controls
of cryptography technologies and the lack of experts in the security field for
specific applications [2]. This is particularly true inside corporate networks where
a firewall is assumed to keep all hackers out [3]. Firewalls are, however, not
sufficient to protect shared resources. The main function of a firewall is to block
unwanted traffic and hide vulnerable internal-network systems. It provides no
data integrity and does not check traffic not sent through it, which means that
it cannot protect the corporate network from internal attacks. People inside the
network may maliciously or unintentionally reveal critical data to unauthorized
users or disturb the well-working of the system. As a conclusion, firewalls should
always be viewed as a supplement to a strong security policy.

According to Merriam-Webster a policy is ”a definite course or method of
action selected from among alternatives and in light of given conditions to guide
and determine present and future decisions.”

In the same spirit, we define a security policy as ”a set of rules that monitor
all the security components behaviors acting on the framework to secure.” The
security policy must be concise, descriptive and easily implementable. Security
components consist of access control lists, cryptographic algorithms, and users
authentication tools. They act over the following security levels: network and
application levels.

2.1 The Network Level

Networks are all about the sharing of data and applications. In recent years,
network security breeches have increased in occurrences and more importantly, in
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severity. Security in these environments is thus a perquisite. Actually, there is no
single technique to ensure reliable networks but different technologies (firewalls,
encryption, etc. . . ) are combined together in order to face security attacks. They
try to extend security frameworks by combining them, but staying in a static
approach. The next generation of Internet protocol (IPv6) is intended to add
new security features at the network level over its predecessor version.

2.2 The Application Level

Network-based security suffers from some limitations on the kind of security
checks that can be performed. The reason is that network-based security sys-
tems do not operate on a high level of data abstraction and cannot interpret
the content of the traffic. They only know about hosts, addresses, and network
related concepts. Application-based security is in contrast intended to provide a
security layer based on user roles and identity along with other high level con-
cepts such as protected resources and access policies. Our context-based security
model is intended to operate at the application level. This does not mean that
there is no need for network-level security. The main reason is simply that it is
much cheaper to reconfigure the security infrastructure at the application level
than at low-level (network).

Other requirements must be taken into account regarding the security policy.
Following the definition given above, the security policy is intended to manage
all the security components of the distributed system. Namely, the authenti-
cation, authorization, integrity and confidentiality modules and must be easily
extensible to manage newly integrated modules. Following the aim of our work,
the security policy must also be reconfigurable depending on the user and ap-
plication environment context. This leads to the definition of a context-based
security policy. Due to the pervasive nature of recent distributed environments,
an additional requirement is the definition of shared policies. These features
will be detailed in the following section.

3 Research Aim and Scope

Works addressing security issues in pervasive computing, basically provide tech-
nical solutions such as authentication, access control, integrity and confiden-
tiality, and the security models are generally static. That means that they are
built according to already identified threats. The resulting infrastructures are
thus, very difficult to adapt to new threats. This work, rather, focuses towards
a new aspect of security. We believe that more secure systems can be achieved
by adding to these systems the ability to automatically adapt their security pol-
icy depending on new constraints. These constraints are dictated by the user’s
and application environment. Figure 1 illustrates this idea. The distributed ap-
plication is controlled with an initial security policy in an initial context. This
context is continually changing in request to triggers (dynamic changes in the
environment). The security policy must then adapt itself to the new context.
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Our approach will thus combine the two fields of context-aware computing and
security in pervasive computing in order to provide the foundations for ”context-
based security”.

3.1 Related Work

Integrating security with context-aware environments is a recent research direc-
tion. Most of the efforts are directed to securing context-aware applications. In [4]
and [5], Covington et al. explore new access control models and security policies
to secure both information and resources in an intelligent home-environment.
Their framework makes use of environment roles [6]. In the same direction, Ma-
sone designed and implemented RDL (Role-Definition Language), a simple pro-
gramming language to describe roles in terms of context information [7]. There
have also been similar initiatives in [8] and [9].

Interestingly, we observed that all previous work on combining security and
context-aware computing follow the same pattern: using contextual information
to enrich the access control model in order to secure context-aware applications
with a focus on specific applications.

security context

security policycontext triggers

distributed system

Fig. 1. Context-based security

3.2 Contributions of This Paper

By comparison with previous contributions discussed in Section 3.1, our work is
about contextualizing security rather than securing context-aware applications.
Even if the difference is not completely apparent actually where we begin by
describing the overall architecture, fundamental differences will emerge in future
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contributions when detailing each component. As a preliminary example, we cite
the new concept of ”security context” introduced in Section 4.3.
We summarize in the following the main contributions of our research:

1. To lay down the minimal foundations for a generic context-based security
framework with a focus on the software architecture. Generic means to
provide the minimal software architecture that can be easily extended to
build more specific applications. In addition, context-related modules and
resources are loosely coupled allowing the adding/removing of new resources
and to modify their respective access policies in a transparent manner. This
is an appropriate choice for highly dynamic environments.

2. The second main contribution is to provide a way for managing federations
of resources following a specific global policy (an organization’s policy for
instance) where resources and services join and leave the federation in an ad
hoc manner. That is why access policies are organized by resource type and
their corresponding actions (see the example in Section 4.1).

3. The third main contribution is to require specific authentication methods
depending on a partial context built from the state of the federation.

The resulting prototype will then be designed with the following requirements
in mind:

– Provides a framework for the rapid prototyping of context-based security
systems,

– Handles both simple and high-level contextual information related to secu-
rity,

– Easily extensible to manage new protected resources,
– Easily reconfigurable to adapt to new access policies,
– Allows a customizable (context-based) method of authentication (user-
name/password, certificates, etc) by requiring specific credentials depending
on a partial context.

– Transparent to both resources and requesting clients; no need to an a priori
knowledge of the federation policy.

The following section describes the overall architecture.

4 Context-Based Authorizations Tuning

The term context-aware computing was first introduced by Schilit et al in 1994
[10] as a software that ” adapts according to its location of use, the collection of
nearby people and objects, as well as the changes to those objects over time”.

Another given by Dey in [11] states that ”A system is context-aware if it uses
context to provide relevant information and/or services to the user, relevancy
depends on the user’s task.”

Now context awareness is a well established community with conferences as
ubiquitous computing, pervasive computing, etc.
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In the field of context-aware computing, context is generally defined as phys-
ical parameters (location, temperature, time, etc.) obtained from sensors. How-
ever, the user is not really considered in these approaches. In this sense, context
is generally managed as a layer between an application and the external world, a
type of middleware. Conversely, there is also another approach in which the user
(through his knowledge and reasoning) is central in the modelling of context. In
this second area, knowledge and reasoning in the accomplishment of a task are
described in a context-based formalism, i.e. inside the application itself (e.g. see
the contextual graphs in [12]).

Our research covers both the first and second work with an application to the
security infrastructure of ubiquitous applications. We concentrate on the main
part of the security framework of a distributed system. Namely, access control
to shared resources. The framework makes use of RBAC (Role-Based Access
Control). Users are affected to roles based on their credentials and competencies
[13]. Role-based access is more suitable for pervasive environments since it sim-
plifies the administration of permissions; updating roles is easier then updating
permissions for every user individually [14] [15].

4.1 A Case Study

To illustrate the main functionalities of the proposed architecture, we consider
a simple example. This example will be developed along with the definition of
each component.

We consider a protected document that offers the following operations: read,
write and delete. Depending on their credentials and identity, requesting users are
a priori affected to one of these two roles: administrator or guest. The document
is available on the network and its access policy is defined and stored in the
context engine. In our model, resources are managed by a specific access policy
depending on their type; the type of service they provide.

The actual access policy is defined using a rule-based formalism with a sim-
plified grammar (no explicit If/Then clauses). Rule-based reasoning is an area
of artificial intelligence (AI) wherein people simulate human behaviors when
presented with a new case requiring some action. This approach is used here to
specify context-based access policies in order to grant or deny access to resources
(see [16] and [17] for more information).

We consider that all protected resources are protected by default, thus, their
corresponding policies express only cases when the access is granted (which jus-
tified the lack of If/Then clauses). This design choice aims at lightening the
process of policies specification. Here is an example:

A Simple Access Policy

Resource_type = document;
Action = read ((Role = administrator) OR

(Role = guest; (Date = Weekdays AND Time = between 8:00-18:00)));
Authentication = username/password;

Action = write (Role = administrator);
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Authentication = username/password;
Action = delete (Role = administrator; Date = Weekends);

Authentication = certificates;

Each shared resource defines access rules for each individual operation. The
authentication tag is used to specify the authentication method required in the
actual partial context. The access is granted only when the complete context
is build; if the conditions are satisfied and the corresponding authentication
phase succeeded. The pattern used above eases further updates of the access
policy by adding or removing conditions on it. Defining access policies manually
is a cumbersome task in complex real applications with complex relationships
among roles. This process can, however, be performed visually using a graphical
interface. In [4], Covington et al. propose a graphical policy editor for specifying
available roles, their relationships, and policy rules.

Based on the above example, we present the main parts of the security ar-
chitecture.

4.2 Protected Resource

We consider three types of resources: hardware devices, physical resources (doc-
uments, databases) and software resources (operations on a software object or
data structure). In order to fit within our model, each resource must respect the
following structure (see Fig. 2):

action 1

action n

interface

protected resource

protected resource

protected resource

Fig. 2. Structure of protected resources

– Any interaction with the resource is performed via an interface that presents
the set of all actions available for the resource,
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– Resource actions contain an additional flag that accept only two states: true
or false. This flag is used to allow or deny the operation on the resource,

– Each resource is protected by default (all of its corresponding actions have
a flag value equal to false).

A user whose role is guest invokes the read action on the document via the
interface attached to it. The protected resource identifies the request as coming
from a client. It then, forwards it to the context engine.

4.3 The Security Context Engine

The context engine has two responsibilities: modelling contextual entries in or-
der to build a security context and mapping between the security context and
the corresponding authorizations on resources. Modelling context requires pick-
ing out the most relevant features to reduce it to a meaningful representation
[18],[19]. We provide herein two types of classifications of contextual entries de-
pending on their representation aspect and temporal aspect:

Representation Aspect

– Simple: The collected information is used in its original format. For exam-
ple, it can represent the value of a parameter,

– Interpreted: The collected data cannot be used as it is but needs to be
converted in a more meaningful format. For example, the contextual entry
is ”Sunday” that needs to be converted into ”Weekday” or ”Weekend”,

– Composite: It is a set of simple and/or interpreted entries collected as a
whole.

Temporal Aspect

– Static: It describes contextual information that is invariant, such as a per-
son’s date of birth,

– Transient: The value of a transient contextual entry is updated at run-time
and does not need to store information about its past state. For example,
time, date, etc,

– Persistent: Some entries must store historical data about their past state.
Persistent contextual entries need to be marked with a time stamp.

Building a Security Context. Our model relies on a set of contextual in-
formation relevant to security. This set forms what we call a security context.
Designing context in general is not easy and designing a security context suf-
fers the same problem. We present herein an attempt definition of the security
context.

A security context is a set of information collected from the user’s en-
vironment and the application environment and that is relevant to the
security infrastructure of both the user and the application.
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The word relevant means that has direct or indirect effect on the security policy.
In the present work, we are dealing with authorizations, so the contextual infor-
mation is more precisely relevant to authorizations on available resources. What
is really relevant is not fully predictable in advance and depends on the applica-
tion. This information may include, user identity, membership, resource location,
date, time, the user’s interaction history with the system, social situation, etc.

In our example, the context engine extracts the operation type and the
client’s role from the received message. It then builds a partial context based
on the client role and the access policy of the requested resource. To build a
partial context, the engine retrieves the suggested contextual information from
the context bucket. Following the policy defined in section 4.1, requests to the
bucket will ask for date and time. The resulting partial context requires a specific
authentication method (a username/password method in our example). Thus,
credentials provided by the user (username/password, certificates, etc) are addi-
tional sources of contextual information. Once the complete security context is
built, final actions are performed; access to the document is granted (if authenti-
cation succeeded) or denied (if authentication failed). This process is practically
equivalent to setting the read operation flag to true or false. Contextual data are
received from the security bucket in a primitive type, and then interpreted at
the context engine level. For example, date is represented as ”Monday” and it is
the responsibility of the context engine to interpret it as ”Weekday”. This design
requirement eases the reuse of the context bucket by different applications with
different interpretations of the same contextual data.

4.4 The Security Context Bucket

One of the main problems of context is how to store it and in a way that many
applications can use it. This is true especially in distributed applications where
both the contextual information and the applications that need it are naturally
spread and shared [20]. In order to store contextual entries, we investigate a
central point of fall. All the security contextual data are collected into a logical
bucket; the security context bucket.

The security context bucket is a shared software data structure that of-
fers the notion of container in order to handle the security contextual
information.

A similar approach has been proposed in [21].
At first sight, this approach may seem not very suitable for distributed sys-

tems since components interested in context (subscribers) are distributed over
different computing devices and developed by different programmers. This in-
compatibility leads to different interpretations of the same context data. For
example, a user’s location may be interpreted by one component as a relative
distance (near, far) and by another component as an absolute location (using
the coordinates). We argue that even if the storage medium is centralized, the
interpretation of the selected entries is performed in a distributed manner, at
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the component level. In addition, the security bucket acts as a service that has
the ability to retrieve a given contextual entry when requested. Thus, multiple
security buckets with the same functionality may exist in the network in order
to ensure availability and load balancing.

The main advantage of this approach is to ease the scale up of the system
for a large number of contextual entries across a wide network. The second
advantage is the robustness to failures by making the contextual data available
from different places, and finally, to ease the protection of contextual data.

The security context bucket offers the same advantages as encapsulation; a
key feature in the object-oriented paradigm. Object encapsulation is also known
as data-hiding. It is a software mechanism that protects code and data from
being accessed by everyone but only to the methods that need it. In the same
manner, the context bucket hides its content, and access to it (read and write
operations) is subject to a security policy that manages interactions with clients.

Context entries are collected from the distributed network by the mean of a
group of agents. Gathering agents are mobile [22] and launched by the security
bucket when requested. Their main role is to collect needed contextual data from
their remote location, by requesting sensors, software applications and environ-
ment. The content of the context bucket is primordial in configuring the security
policy of the system. This content must then be protected.

Protection and Privacy of the Security Context Bucket. Designing
context-based security systems poses a kind of tricky issue. The more a context-
based security system knows about the user’s and the application environment,
the more it can provide fine-grained access control to protected resources. On
the other hand, it becomes easier for hackers (at least theoretically) to compro-
mise the security of the system not directly (by attacking resources) but may
do it indirectly by providing false contextual data to the bucket or by accessing
critical users information contained in it. The first can be achieved by launch-
ing malicious gathering agents that provide corrupt data and the second can
be achieved by accessing critical information from the context bucket, such as
users’ private data.

Thus, and in order to achieve protection and privacy of the security context,
an additional component is then required in our architecture. The authentication
module authenticates both entities that provide contextual entries (gathering
agents) and entities that need access to the security context (context engines).

However, in case of the unavailability of a contextual entry, the system must
be able to learn from previous experiences and propose an alternative.

Collected contextual information are used by the context engine (described
in section 4.3) in order to build a security context and then to deduce the actions
to perform. The security bucket requirements are summarized in the following:

– The security context bucket has the ability to create, manage and authenti-
cate gathering agents,

– Contextual entries are sensed and stored in a primitive format that eases all
possible interpretations,
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agents' factoryauthentication module

contextual data repository

X

X

X

X

X

X

Fig. 3. The security context bucket

– Only authorized sources (gathering agents) are able to add/update data in
the security context bucket,

– Only authorized destinations (security context engines) are able to read the
bucket content,

– The security context bucket must maintain historical information at the
finest level of detail possible of its content.

Figure 3 illustrates the main parts of the security context bucket:

1. The agents’ factory produces gathering agents in order to collect contextual
data upon request,

2. The contextual data repository is used to store gathered contextual data,
3. An authentication module is also needed in order to authenticate gathering
agents and requesting context engines.

The following figure (Fig. 4) illustrates the overall structure of the framework
and the relationships among the different components. Further changes in the
access policy of protected resources can be transparently performed by updating
the corresponding policy in the context engine. Resource can join or leave the
distributed infrastructure without disturbing the security infrastructure.
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context engine protected resource

security context bucket

9. respond

2. forward request

3. request contextual data

5. provide

10. access/deny

   1. invoke operation

environment
4. retrieve contextual data

7. ask for credentials

8. build complete context

6. build partial context

access policy

access policy

access policy

Fig. 4. Overall architecture

5 Conclusion and Future Work

Security systems for distributed infrastructure are generally bound to static ac-
cess policies that make them very difficult to adapt to new threats. This situa-
tion is due to the lack of consideration for context in existing security systems.
Context-based security is a recent research direction that aims at providing flex-
ible security models for distributed infrastructures, where the user’s and appli-
cation environments are continually changing.

In this paper we have introduced a new model for context-based authoriza-
tions tuning in distributed systems. Much of this work is focused on providing
a generic minimal architecture based on loosely-coupled components. The ar-
chitecture provides tools for collecting and modelling security contextual data.
We have introduced the concept of partial context and illustrate how it can be
used to request specific authentication methods in order to control access to
protected resources. In the near future, we intend to extend the proposed frame-
work to handle inaccurate or unavailable contextual data, specify a registration
protocol that allows adding context-based access policies in the context engine
and investigate the case of complex relationships between user’s roles. The use
of contextual graphs [23] [24] is also a potential methodology for modelling the
security context; in order to access a resource, the specification of an exhaustive
graph may prevent frauds by including only ”safe” cases.
We are actually investigating a test-bed application with a federation of services
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inside a university network. Both tutors and students provide plug and play
services to be used in a safe environment. These services (or resources) include:
course subscription services, online exercises, chat systems, printing service, etc.
Our model provides an administrative tool to manage authorizations on these
resources based on the user’s role (regular student, auditor, tutor or guest) and
the context of interaction (time, day, history of the user’s use of the service, etc).
We believe that this approach will prove to be an interesting starting point for
further investigations of flexible security models for next-generation distributed
authorizations frameworks.
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