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ABSTRACT 

Peer-to-peer (P2P) systems provide a robust, scalable and 
decentralized way to share and publish data. Although 
highly efficient, current P2P index structures based on 
Distributed Hash Tables (DHTs) provide only exact match 
data lookups. This compromises their use in database 
applications where more advanced query facilities, such as 
range queries, are a key requirement. In this paper, we give 
a new P2P indexing structure that supports range searches 
over shared data while maintaining DHTs logarithmic 
search time. Our index structure can be seen as an 
extension of the Chord P2P overlay so that data items are 
mapped to the Chord address space in an order-preserving 
way, hence supporting range query executions. Load 
balancing of skewed data is then achieved deterministically 
using the underlying DHT infrastructure. Experimental 
evaluations show that our mechanism provides strong load-
balancing guarantees in systems with high data skews. 
 
 
 

1.  Introduction 
 

Peer-to-peer (P2P) computing is emerging as a key 
paradigm for structuring large-scale distributed systems. 
P2P systems make it possible to harness resources 
distributed world-wide in a cost-effective manner by having 
all nodes participating in the system (called peers) play an 
equal role and act as both clients and servers. The key 
advantages of P2P systems are scalability, fault-tolerance, 
absence of central control, and self- organization, allowing 
peers to join and leave the system at any time. 

A fundamental issue in P2P data sharing systems is 
efficient location of data, and systems have been 
classified into unstructured and structured systems with 
respect to the search technique they employ. In 
unstructured systems, such as Napster [14] and Gnutella 
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[8], nodes have no knowledge about data items that other 
nodes maintain. In Napster for instance, a global index of 
all items available in the system is maintained at a central 
server. To locate a data item, a node sends a request to the 
index server and gets the IP address of the node storing 
the requested item. Subsequent downloads are performed 
directly between nodes. This centralized approach to 
locating data introduces a scalability problem in the index 
server and makes it a single point of failure. To avoid 
these problems, another extreme approach is followed by 
Gnutella in which no indexing mechanism is supported. 
Search is then achieved by flooding requests to all 
neighboring nodes within a certain scope. Flooding on 
every node's request clearly does not scale in terms of 
communication cost and worse, might not find a data item 
that is actually in the system due to scope limits. 

These problems have motivated the research 
community to focus on the design of structured P2P 
systems, such as CAN [16], Chord [17], D2B [6], 
Tapestry [18], and Pastry [4]. In structured systems, a 
global index of all available data items is maintained and 
carefully distributed among all participating nodes: every 
data item is associated with a unique key, and every node 
in the system is responsible of a set of keys; based on its 
key, an item (or more precisely, the IP address of the node 
storing the item) is routed to and stored at the node 
responsible of that key; key-based queries are then 
directly routed to that same node. Simply stated, 
structured P2P systems implement a hash function that 
maps any given item to a specific node in the system, 
thereby providing a hash-table-like functionality over 
multiple distributed nodes; this is why they are commonly 
referred to as Distributed Hash Tables (DHTs). 

The high scalability of DHT systems is due to the 
scalability of the mechanism by which a key-based 
request is routed to the node in possession of the 
requested key, and that without global knowledge of the 
mapping between keys and nodes. This is achieved by 
having every node keep information about only a set of 
neighboring nodes. Efficient routing is then performed by 



 

forwarding the request to the neighbor who is "closest" to 
the destination node. In most DHT systems, this routing is 
achieved in only O(log N) overlay hops in a system with 
N participating nodes. 

1.1 Range Queries Vs Load-balancing  

A critical issue in DHT systems is load balancing, i.e., the 
even distribution of items among the nodes in the system. 
This is usually achieved using a uniform hash function 
that randomly maps items and nodes to a common key 
space. This removes data skew by ensuring a uniform 
distribution of items over the key space, and achieves load 
balancing by having every node be responsible of a 
balanced portion of the common space. 

Although hashing schemes have proved very efficient 
for load balancing, they unfortunately introduce a serious 
problem from a database application's viewpoint. Indeed, 
hashing destroys the order of data items (or any semantic 
relationship between the items), making any semantic 
processing over data, such as range queries, impossible. 
This raises an important question on whether DHTs can 
be effectively exploited in large-scale database 
applications where range searches are crucial.  

1.2 Our Contribution 

In this paper, we answer the above question positively and 
propose a novel indexing mechanism that builds on the 
DHT technology to provide high scalability, while 
enabling efficient execution of range queries in addition 
to exact-match queries. More precisely, our technique 
refines the Chord overlay by mapping items to the DHT 
key space in an order-preserving way, i.e., without 
hashing. Load balancing is then achieved by moving 
nodes around the key space depending on the systems' 
load and data skew so that every node has no more than 
its fare share from the system. 

The rest of the paper is organized as follows. Section 
2 defines the underlying system model and gives some 
background on Chord. Section 3 describes our order-
preserving data indexing mechanism, as well as its use to 
execute range searches. Section 4 validates our 

proposition and presents simulation results of its 
performance. Section 5 discusses related works. Finally, 
section 6 concludes this work and points out some of our 
future perspectives. 
 
 

2.  System Model 
 
As stated earlier, our indexing mechanism can be seen as 
a refinement of the Chord DHT so that range queries can 
be supported while maintaining all the good properties of 
Chord, namely scalability and high efficiency in dynamic 
settings. In the following, we will use the terms "node" 
and "peer" interchangeably. 

In Chord, scalability is achieved by avoiding the need 
that every node knows about every other node in the 
system: a node needs to maintain routing information 
about only O(log N) other nodes, called neighbors. A 
lookup is then resolved in only O(log N) messages, where 
a request is passed from one neighbor to another until the 
destination node managing the requested item is reached.  

To achieve load balancing, Chord uses consistent 
hashing [10] to uniformly distribute items to nodes. More 
precisely, nodes and items are randomly mapped to an m-
bit key space K = {0, …, 2m ―  1} using SHA-1 [5] as a 
base hash function. A node is mapped to the key space by 
hashing its IP address, while a data item is mapped to the 
same key space by hashing the item itself. The image of a 
node under the hash function is also called its identifier. 
Keys are ordered in a ring, and a data item is assigned to 
the first node whose identifier is equal to or follows the 
data item's key in the key space. A successor of a node n 
is defined as the first node that succeeds n on the key ring. 
Similarly, the predecessor of a node n is the first node 
that precedes n on the key ring. In this setting, the set of 
neighbors of a node n contains all nodes managing keys 
succeeding n by  2i ―  1 in the key space, where 1 ≤ i ≤ m. 
Figure 1 shows a Chord ring with m = 6. The system is 
composed of 7 nodes storing 11 keys. n6 is the successor 
node of n5, while n5 is the predecessor of n6. Node n1 has 
three neighbors, n2, n3, and n5, that it uses to route lookups 
to destination nodes. 

The major benefit of consistent hashing in Chord, i.e., 
load-balancing, comes however at a price since hashing 
scrambles the items over the key space, thereby 
destroying items' order and making any range search 
impossible. To deal with this problem, we refine the 
Chord DHT so as to meet the two antagonistic 
requirements of load-balancing and range searches. More 
precisely, we propose to replace Chord's item hashing by 
any order-preserving mechanism to map items to the key 
space. However, this might lead to load imbalance in the 
presence of data skew, where some nodes would have 
significantly more items landing in their ring interval than 
other nodes. We solve this problem by extending the 
Chord infrastructure with a novel mechanism that 
achieves load-balancing by dynamically moving nodes 
around the ring depending on the key distribution, which 
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in our case can be imbalanced. Note that apart from item 
hashing, all the underlying Chord components remain 
unchanged and can be directly exploited for our purposes, 
thus inheriting Chord's scalability and routing efficiency. 

A node's load is generally defined in terms of the 
number of keys the node stores, or in terms of the 
percentage of network bandwidth the node is using. In 
this paper, we consider the former to be our criterion. Let 
N be the number of nodes in the system, and K be the 
number of items stored in the system (where K >> N). 
L  NK /=  clearly refers to the average desired load on 

nodes in a perfectly balanced system. 

Let li denote the load of a node ni. Our objective is to 
devise a load balancing algorithm that guarantees that ni's 

load imbalance, defined as the ratio between li and L does 
not exceedε , for some constant 1≥ε . This actually means 

that li ≤ ε L should hold for all nodes in the system. A node ni 

is said to be underloaded whenever li drops below the 

threshold L, and overloaded whenever li crosses the 
threshold ε L. In this setting, the presence of overloaded 
nodes intuitively implies the presence of underloaded 
nodes. The critical issue is then to rebalance the load 
while preserving initial items' order (i.e., without 
randomization).  

Given that the thresholds on a node's load are defined 
in terms of the global average load L, it is worth 
mentioning that the value of L can be efficiently estimated 
using epidemic-style proactive aggregation [12, 9, 13]. 
These works propose several protocols that enable a 
network of nodes to collectively compute aggregates, 
namely averages, in such a way that all nodes know the 
value of the aggregate continuously and in an adaptive 
fashion. The resulting protocols are efficient and converge 
to the true answer exponentially fast. 

 
 

3.  Order-preserving P2P Indexing 

 
As stated earlier, our P2P indexing mechanism refines 
Chord's infrastructure so as to support range queries while 
maintaining Chord's scalability and routing efficiency.  

3.1 Item Mapping 

To meet database applications' requirements in terms of 
ordered searches over data items, uniform hashing can no 
longer be exploited to remove data skew. We thus replace 
item hashing used in Chord by any order-preserving 
technique ensuring a non-random mapping of items to 
nodes. For the sake of simplicity, and without loss of 
generality, we assume that the data items to be indexed 

are defined over the domain {0,…, 2
m
 ―  1}. This means 

that a data item's key/image in the key space is the item 
itself. Apart from uniform hashing of items, all other 
Chord components remain unchanged and can be directly 
used for key search and message routing. 

To illustrate, consider the key ring of Figure 1. In our 
context, node n6 stores the item whose value is 43, while 
in Chord, node n6 would store the item whose image 
under the hash function is 43. However, as discussed 
before, using our direct, non-random mapping of items 
might create load imbalance. Indeed, in the presence of 
data skew, items would be unevenly distributed over the 
key space, and some nodes would have much more items 
assigned to the ring interval they are responsible of, as 
illustrated in Figure 2. In the following, we propose a 
novel technique that balances the system's load by moving 
underloaded nodes to ring intervals owned by overloaded 
nodes.  

3.2 Load-balancing 

Similarly to Chord, a node joins the system by hashing its 
IP address to determine its position on the key ring. As 
stated earlier, the basic idea underlying our load-
balancing mechanism is to have underloaded nodes 
migrate to zones in the key space where too many data 
items reside. Our mechanism is deterministic and works 
as follows. Every node ni regularly checks its current load 

li. There are three cases to consider:  

Case 1: L ≤ li ≤ ε L, in which case ni  does nothing. 

Case 2: li > ε L, in which case ni  tries to shed part of 
its load.  Let nj denote the least loaded of ni's successor 
node, ni+1, and ni's predecessor node, ni-1. There are two 
subcases to consider: 

a) If (li+l j) /2≤ ε L, then ni and nj start a load 
balancing procedure. If nj = ni-1, then nj moves 
clockwise around the ring by increasing its 

identifier and takes over (li−lj)/2 items from ni's 
interval. This leads to both nodes having (li+lj)/2 
items. Figure 3 illustrates this process, with ε 
= 2 and L = 2. Node n5 has a load l5 > ε L (l5 = 6). 

Given that (l4+l 5 ) /2≤ ε L, n4 takes over two of 
n5's items by increasing its identifier. If, on the 
other hand, nj = ni+1, then ni moves itself 
counterclockwise around the ring by decreasing its 

identifier, and sheds (li−lj)/2 items to its 
successor node. Both nodes end up having 

(li+lj)/2 items. 
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b) If (li+lj)/2 >ε L, then ni contacts a node, say nk, 
that has announced itself as underloaded and asks 
it to share its load. For now, we assume that 
underloaded nodes are known to other nodes. In 
section 3.3, we discuss an efficient and scalable 
technique by which underloaded nodes can be 
discovered. On ni's request, nk leaves the system by 
handing its own items to its successor node, and 
rejoins the system by positioning itself on the ring 
such that it takes in charge half of ni's load. In 
other words, nk's new identifier lies in the interval 
ring of node ni so that half of ni's load is handed to 
nk. Figure 4 illustrates this process, with ε = 2 and 
L = 2. Node n2 has no items in its ring interval, 
and therefore is underloaded. Node n5 has a load 

l5 > ε L (l5 = 6). After discovering n2, n5 pulls n2 
to its interval ring and shares with it half of its 
load. It is important to note that the migration 
process of n2 should not leave its successor node, 
n3, overloaded. This issue is explained in case 3. 

Case 3: li  <  L. There are two subcases to consider:  

a) li + li+1 >ε L, in which case ni does nothing. This is 
very important given that if node ni migrates to a 
different zone in the ring, all ni's items would be 
handed to its successor node, which become 
overloaded. 

 

b) li + li+1 ≤  ε L, in which case ni announces itself as 
underloaded, meaning that it is ready to share load 
with an overloaded node. In the next section, we 
detail an efficient and scalable technique by which 
underloaded nodes can advertise themselves so 
that they can be discovered by overloaded nodes 
in a deterministic way. 

 

 

 

 

 

 

 

 

 

 

3.3 Publishing/Discovering Underloaded Nodes 

As stated earlier, overloaded nodes need to discover 
underloaded ones to initiate a load balancing process. One 
solution to this problem is to have a central node keep track 
of all underloaded nodes by having every node announces 
itself to the central node whenever case 3(b) of the previous 
section applies. Underloaded nodes can then be discovered 
by sending requests to the central node. Clearly, this 
approach does not scale as the central node quickly becomes 
a bottleneck and presents a single point of failure. On the 
other extreme, overloaded nodes can flood the network with 
a load-sharing request until an underloaded node is found. 
Flooding on requests overcomes the need for a dedicated 
node, but is clearly inefficient in terms of communication 
cost and hence does not scale. 

The solution we propose is a tradeoff between these 
two extremes. More precisely, we propose to maintain a 
distributed index of underloaded nodes based on the 
underlying DHT infrastructure. This gives rise to a 
deterministic solution in which requests for underloaded 
nodes are resolved in only O(log N) messages. Towards 
this end, underloaded nodes wishing to advertise 
themselves are classified with respect to their load in the 

following way: Let li be the load of an underloaded node 

ni. This means that li ∈ U, where U = [0, L [. We divide U 
into sub-intervals ur of size s, with the index r running 
from 1 to  sL / . The value of s can then be tuned as needed, 

where on the one extreme s = L and on the other s = 1. 
Depending on its load li, an underloaded node ni is 

classified into one of the intervals ur, where r = 
 sL i /)( l− . The index r is then exploited to advertise ni by 

assigning it to a random node in the system using Chord's 
base hash function. More precisely, r is mapped to Chord's 
key space by hashing its value. 
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Based on r's key, an index entry containing the IP address 
of ni is routed to and stored at the node responsible of that 
key; to discover an underloaded node, an overloaded node 
randomly chooses a value for r from the interval [1, 

 sL / ], and maps it to the key space. Key-based queries to 

locate underloaded nodes are then directly routed in O(log 
N) messages to the node responsible of that key. The fact 
that K >> N ensures a high distribution of the publishing 
index over the system's nodes. 

3.4 Range Query Execution 

Given that our protocol maps data items to Chord's 
identifier space in an order-preserving way, range 
searches can be simply and efficiently executed based on 
Chord's infrastructure. 

Consider the query for all data items d ∈ [v1, v2]. 
Using Chord's routing protocol, the first item falling 
within this range is found in only O(log N) messages. The 
query can then be simply forwarded along the ring from 
one successor node to another until all nodes falling in the 
query's range are visited. Assuming the query spans M 
nodes, then the query is resolved in only O(M + log N) 
messages, thus bringing Chord's scalability and high 
efficiency to range searches. This makes our protocol an 
excellent candidate for query execution in highly 
distributed database applications. 

 
 

4.  Experimental Evaluation 

 
In this section, we present results from the simulation of 
our load balancing mechanism. At start, the system is 
highly imbalanced. We setε =1.5. The number of 
overloaded nodes varies in proportion with the network 
size. 

Figure 5 shows the number of overloaded nodes (Y-
axis) against the number of load balancing cycles (X-axis) 
initiated every minute. For this experiment, we conducted  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

simulations on networks ranging from 32 nodes up to 
1024 nodes. We observe that our load balancing 
mechanism brings the system to a balanced state after 
only three load balancing cycles, where the number of 
overloaded nodes is drastically reduced. On the seventh 
cycle, this number reaches zero for all network sizes.  

We also studied the effect of dynamism on load 
balancing. We start with an imbalanced system of 512 
nodes. Nodes depart and arrive at random and with 
random loads.  

Figure 6 shows the number of load balancing 
operations (Y-axis) against the number of cycles (X-
axis).We distinguish two operations: (1) load balancing 
with a successor/predecessor node, and (2) load balancing 
with a distant node. Indeed, this distinction is important 
given that the latter operation is less efficient as node 
migration incurs a more complex reorganization of the 
network topology. Furthermore, it requires discovering an 
underloaded node by accessing the associated index 
structure. We first observe that the number of load 
balancing operations drops very quickly after only three 
execution cycles, which reflects the convergence of the 
system to a stable state observed in the previous 
experiment after the same number of cycles (cf. Figure 5). 
With the arrival and departure of nodes, the system's load 
varies continuously leading to the continuous execution of 
the load balancing operations, though at a much slower 
rate. We also observe that load balancing with a 
successor/predecessor node is executed two to three times 
more than node migration, thus reducing the cost of 
overlay maintenance. 

Finally, recall that our mechanism inherits its 
performances from the underlying Chord infrastructure, 
where message routing cost is logarithmic with the 
number of nodes in the system. 
 

 

a) before b) after 

8 

64 

16 

32 

48 

56 

 n1 

 n2 

 n3 

  n4 

 n5 

 n6 

40 

  n4 

Figure 4.  Load balancing by node migration 

64 

16 48 

56 

n1 

 n2 

 n6 

40 

32 

 n3 



 

0

50

100

150

200

250

300

350

400

60 120 180 240 300 360 420
Time / load balancing cycles

N
u

m
b

er
 o

f 
o

ve
rl

o
ad

ed
 n

o
d

es

32 nodes

64 nodes

128 nodes

256 nodes

512 nodes

1024 nodes

 
 
 
 
 
 
5.  Related Works 

 
Although P2P computing is emerging as a powerful 
paradigm for scalable data sharing, work on supporting 
P2P range queries is still at its beginning. 

Recently, distributed range search data structures for 
P2P systems have been proposed [1, 2, 7, 3]. In [2], the 
authors describe skip graph, a randomized data structure 
that supports efficient range searches. However, the 
reported work does not address the issue of assigning 
items to nodes, and thus do not offer load balance 
guarantees across nodes. This is why the simplifying 
assumption of one item per node is made. 

[1] extends the work on skip graphs by addressing the 
load balancing problem, however at the price of a highly 
complex mechanism for adjusting the threshold load 
dynamically. Furthermore, arriving nodes do not 
immediately take on load from existing machines, but are 
instead assigned to a free list, thus affecting the quality of 
load balancing. 

The work reported in [7] describes a load balancing 
scheme for range partitioned data, and study its use for 
range searches in P2P systems. The proposed solution 
depends on building a skip graph on node loads. The 
major problem with this approach is that skip graphs have 
a very high maintenance cost that quickly become 
prohibitive when used over continuously changing data 
(i.e., node loads) in highly dynamic settings.  

[3] describes p-tree, a distributed B+-tree-like index 
structure that provides efficient range searches. However, 
the proposed structure is based on the simplifying 
assumption of one data item per node, and does not 
provide search guarantees in dynamic settings. 

As stated in earlier sections, distributed hash tables 
(DHTs) achieve load balancing by applying uniform 
hashing on keys to remove data skew. This comes at the 
cost of destroying the ordering of the key space, making 
any efficient processing of range searches impossible. 
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Recent works have been conducted to overcome this 

limitation [11, 15].In [15], the authors address this issue 
and propose building an additional index over data items 
on top of DHT's. The resulting structure, called PHT, 
organizes data items into a binary trie built on top of any 
DHT. The DHT is used to uniformly distribute trie nodes 
across the system's nodes, thus achieving load balancing. 
However, the structure suffers from logical data 
fragmentation, as well as hot spots on the top-level nodes 
of the trie. 

In [11], the authors describe a randomized load 
balancing algorithm in which lightly loaded nodes move 
themselves to zones in the key space occupied by too 
many items, thus taking on load from heavily loaded 
nodes found by sampling. Our work can be seen as a 
deterministic variant of [11], which exploits the 
underlying DHT components to construct a scalable and 
efficient solution by which lightly loaded nodes can be 
found deterministically. 
 

 

6.  Conclusions and Future Work 
 
We have presented a distributed data indexing mechanism 
that supports the efficient execution of range searches 
over massively distributed databases. 

Our mechanism builds on recent P2P technological 
advances to provide high scalability and efficiency. Our 
technique refines the DHT technology by using an order-
preserving mapping of items to the DHT key space. This 
enables the efficient execution of range queries in 
addition to exact-match queries. Load balancing is then 
achieved in a deterministic way by moving nodes around 
the DHT key space depending on data skew. An 
important feature of our technique is that it entirely relies 
on the underlying DHT infrastructure, thus inheriting its 
scalability and routing efficiency. 

While we have assumed a system in which all nodes 
have the same capacity, it would be interesting to consider 
a more heterogeneous setting where some nodes have 

Figure 5. Number of overloaded nodes  

Figure 6. Number of invocations of load 

balancing operations 

 



 

much higher capacity than others. One possibility towards 
this objective is to define a machine-specific load 
thresholdε L, whereε is tuned such that high-capacity 
nodes can hold more items than others. The same 
reasoning applies on data items, where it would be 
interesting to consider data with heterogeneous associated 
loads by taking into account data item's popularity, 
storage requirements, and other factors. 
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