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ABSTRACT
When witnessing the great increase of video data available,
it becomes clear that summarization is one of the great chal-
lenges ahead. One particular problem is the summarization
of video rushes.

In this paper we present a straightforward approach that
addresses this specific challenge. It combines two comple-
mentary actions: shot selection by stacking and adaptive
acceleration of the playback.

This simple approach provides excellent results, compared
at TRECVid 2007. In particular, it offers easy to understand
summaries that keep most of the original information, that
meet the target compression rate, that have average scores
of redundancy perception and that show playing times (by
the judges) almost equal to the summaries duration.

Categories and Subject Descriptors
H.5.1 [Information Interfaces and Presentation]: Mul-
timedia Information Systems—Video; H.5.1 [Information
Interfaces and Presentation]: Multimedia Information
Systems—Evaluation/Methodology ; I.4.9 [Image Process-
ing and Computer Vision]: Application

General Terms
Algorithms, Experimentation, Performance.

Keywords
Video summarization, TRECVid 2007, skimmming, adap-
tive acceleration, shot stacking.

1. INTRODUCTION
Due to the large growth of accessible video data, interest

in automatic summarization has arisen.
Traditionally automatic summarization [5] has mainly fo-

cused on the creation of short version of a text by a computer
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system, text that should contain the most important points
of the original text. This same idea can be applied to video
content, but a new fundamental aspect needs to be taken
into account: the time.

When considering summarization of either text or multi-
media data, we have to distinguish two aspects. First, what
are we summarizing? A single document or several docu-
ments addressing the same subject [4, 6] or a set of diverse
documents, as for instance an image database [2]. Second,
what is the objective? Summaries can be generic or try to
respond to the specific query (e.g. query-biased summaries
[12]).

In this paper we focus on the summarization of video
rushes. A video rush is a first print of film for inspec-
tion of results of a day’s shots. In other words it is a
highly redundant dataset and the challenge is rather a multi-
document summarization. However, in the particular case
of the TRECVid BBC rushes data set [11], each video docu-
ment can contain several unmarked rushes of different scenes.
But rushes of the same scene are always in the same video
document. Thus, the TRECVid summarization challenge
[11] is a hybrid one-document multi-document assignment;
and since we do not know what we are looking for, the ob-
jective is generic.

Video summarization can be tackled from three different
angles: selection (highlights), spatial arrangement (layout)
and time acceleration (skimming).

• The first and most common approach is to automati-
cally select the most important parts or highlights of a
video, based on some criteria. For instance, the most
representative shots (or frames) can be the class cen-
ters obtained when grouping similar shots (or frames)
with a clustering algorithm [1, 4, 5, 6, 13].

• A way to present more information is to play with the
spatial arrangement or layout [1]. The idea is to view
in parallel several parts of the video. This technique is
classically used by TV boxes or in DVDs. This scheme
can be extended to include interaction [10].

• In the particular case of video data, another way to
present more information is to play with the time.
Show “more” in less time is equivalent to fast-forward,
or to accelerate the playback. This approach is often
called skimming [3, 8, 9].

In this paper, based on the nature of the TRECVid sum-
marization challenge, we choose to summarize the BBC ru-
shes by a combination of selection by stacking and adaptive
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playback acceleration. Both methods were specifically de-
velopped for the challenge. The quality of the results takes
advantages mainly of this combination. Note that due to
the nature of the competition (summaries were constraint
to be a video of a particular size), the layout and interactive
solution could not be explored here.

The paper is organized as follows. In Section 2 we focus on
how to detect the rushes, then how to stack the similar ones,
and finally how to select the focus shots from the hidden
shots. Section 3 details the adaptive acceleration based on
the comparison of shot’s frames. In Section 4, results of our
method and a discussion are presented. Finally, we present
the conclusion and perspectives for our approach.

2. RUSH DETECTION AND STACKING
Since rushes are always stand alone shots and do not con-

tain transitions (cut, fading, etc) of any type and due to
the particular nature of the BBC rushes challenge (ie. in a
single video there are several rushes), the first step was to
separate them using a shot detection algorithm.

Once the rushes were identified, we proceed to their stack-
ing. The intuition is that rushes are more or less successive
and have either similar beginning or end. We designed a
simple algorithm that compares the edges of the rushes and
if they match it keeps the longest rush. The underlying
hypothesis being ”more informative rushes are the longest
ones”. Besides being pretty simple, the stacking approach
has the advantage of being robust to over-segmentation dur-
ing the shot detection.

In the following we detail all the steps of the stacking
phase (shot detection and stacking), which is independent
from the playback acceleration phase presented in Section 3.

2.1 Extraction of descriptors
From the MPEG file, a set of descriptors is extracted en-

abling us to segment the video into shots.
First, the video is sampled1 uniformly into a set of frames

by keeping only Nr frames per second (fps). The value of Nr

is chosen relatively lower than the original frame rate of the
video (25 fps). For our tests we used Nr = 5. The reduced
frame rate used for sampling is justified by the redundancy
of the information that occurs within successive frames at
high fps.

We obtain a time interval of 0.2 seconds between the ex-
tracted frames, which is intuitively sufficient to handle the
BBC rushes (wherein highly active motions are rare).

A set of descriptors is then built from each retained frame.
Here, we choose to use only simple descriptors that can be
computed relatively quickly.

The main descriptor is the timecode of the frame in the
video, used to preserve the sequence of frames. The other
descriptors are visual ones. The frame was considered with-
out the border pixels, thus avoiding border noise that could
appear. We decide to ignore a Np = 5 pixels-broad band
along the borders of frames (ie. the frame size is reduced
(and centered) from 352x288 to 342x278). Afterwards, we
computed the associated global histogram in the HSV space
with 8x3x3 bins.

Moreover, in order to obtain spatial-related information,
the image is segmented, equally and totally, into four re-
gions: upper left, upper right, lower left, and lower right.

1Using ffmpeg available at http://ffmpeg.mplayerhq.hu/

For each region, the associated histogram in the HSV space
is computed on 8x3x3 bins. The choice of the number of
regions and the number of bins for the histogram deserve
further optimization.

These descriptors are valued once and are used later not
necessarily all together. In the latter, the frames are com-
pared by means of the Euclidian distance of the associated
histograms. Depending on the process, the distance is val-
ued either on the histogram of the whole frame (denoted
global distance D), or on the four histograms of the regions
(denoted region distance d).

2.2 Rush detection
Since the stacking process is particularly robust to over

detection of shots, we use a relatively simple ad hoc algo-
rithm combined to a duration filter to detect the rushes.

2.2.1 Shot detection
The boundaries of a shot are defined by comparing Nb

consecutive frames by means of their region distances.
We set Nb = 5 in our application. Let fk−4, fk−3, fk−2,

fk−1, and fk be a sequence of 5 consecutive frames (k ≥ 5).
Let d−i, i = 1, . . . , 4, be the region distance between frame
fk−i and frame fk−(i−1).

A shot boundary is defined at frame fk if the region dis-
tance d−1 between fk−1 and fk is sufficiently greater than
the average of the region distances d−2, d−3 and d−4.

Moreover, a threshold Kf is used in order to enhance the
robustness of the detection. If d−1 > mean(d−2, d−3, d−4)+
Kf then a shot boundary between fk−1 and fk. In our
experiment, Kf was empirically determined so that the shot
detection is fairly sensitive, allowing us to isolate pre-rush
actions as for instance the presentation of the clap board.

2.2.2 Filtering short shots
In order to keep only shots corresponding to rushes and

to reduce noise, short shots are rejected if their duration is
lower than a given threshold Kt. In our experiment, Kt was
empirically determined.

2.3 Comparing and stacking shots
The second step is to merge similar shots (rushes). The

distance between shots is valued with regards to their two
time boundaries. A particularity of video rushes is that
scenes are generally replayed either from the beginning or
from a given timecode to the end of the scene. Thus, two
shots (rushes) can be considered to show the same scene (or
a part of the same scene) either if they begin in the same
way or if they end in the same way.

The beginning distance of two shots is valued by consider-
ing their Nf beginning frames. Let fx

1 , fx
2 , . . ., fx

Nf
be the

Nf first consecutive frames of shot x and fy
1 , fy

2 , . . ., fy
Nf

be

those of shot y.
The beginning distance Sb(x, y) of x and y is:

Sb(x, y) = min
i=1,...,Nf

(D(fx
i , fy

i )),

D being the global distance between the frames.
In the same way, we define the ending distance of two shots

by considering their Nf ending frames. Let fx
1 , fx

2 , . . ., fx
Nf

be the Nf last consecutive frames of shot x and fy
1 , fy

2 , . . .,
fy

Nf
be those of shot y.
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The ending distance Sb(x, y) of x and y is:

Se(x, y) = min
i=1,...,Nf

(D(fx
i , fy

i )).

Two shots x and y are considered similar with regards to
their beginning (resp. their ending) if Sb(x, y) ≤ Ks (resp.
Se(x, y) ≤ Ks). In our experiment, Ks was empirically set.

Finally, two shots are considered similar if they are either
beginning similar or ending similar. Based on our prelimi-
nary experiments, it seems that this way of comparison is
quite robust. In fact, even if we did not detect pre-rush
events (e.g. clap board), in the previous step, the rushes are
stacked correctly.

Since video rushes are generally recorded one after the
other, or at least it is the case for the BBC data set, only a
small number of successive shots are to be compared and it
is not necessary to run a complete clustering of all the de-
tected shots. In our approach, we choose to compare only Ns

successive shots. In our experiment, Ns was empirically set.
If the first shot is either beginning similar or ending similar
with one of its Ns successors, then the two are stacked.

The stacking process is realized by pairing the two shots,
but only the longest shot (in duration) becomes focal, the
other one is labelled as an associated shot and is “hidden”,
ie. will not be displayed in the rest of the process. After the
stacking, the process runs again with the next existing shot.

At the end of this step, a list of focal shots is obtained.
This list represents the first summarization of the informa-
tion of the video.

3. ADAPTIVE ACCELERATION
The list of shots obtained as described in the previous

section are a first summarization by selection of the video.
In this section we focus on a second independent action,
which consists on adapting the speed of the playback.

Our idea is to accelerate the display of shots with regards
to their visual content. Informative shots will be displayed
at a low rate. Non informative shots will be displayed at a
higher rate, because not much is happening on the screen
and less time is needed to assimilate it.

A similar idea has been proposed by [8, 9], but it was dif-
ferently brought into being. Our method is locally adaptive
(it works on successive frames) and it introduces a limitation
that controls the acceleration.

3.1 Selecting informative frames
In order to measure the “informativeness” of a shot, we

value the differences between its frames. The informative
distance of two frames is valued as the distance between
each of its regions. Let rk

i , i = 1, . . . , 4, be the regions of
the frame fk, and let rl

i, i = 1, . . . , 4, be the regions of the
frame fl. The informative distance of fk and fl is:

SI(fk, fl) = max
i=1,...,4

δ(rk
i , rl

i),

with δ the Euclidian distance of the HSV histograms.
Two frames fk and fl are considered similar if their in-

formative distance is below a given threshold KI . Thus, fk

and fl are similar if SI(fk, fl) ≤ KI . The lower KI , the
less number of similar frames are kept, and the faster the
acceleration of the shot.

In order to keep a sufficient number of frames, for the
playback, per shot, a maximum number Na of consecutive
frames that can be deleted is used.

Based on our experiments, we noticed that the number of
frames of a shot can be reduced drastically by keeping only
highly different frames, but at an extreme rate the compre-
hensibility may suffer.

3.2 Reconstructing the video
Once the subset of informative frames (of the focal shots)

has been extracted, the summary video can be constructed2

using a fixed frame rate per second.
In the particular case of the TRECVid challenge, the du-

ration of the summary had to satisfy the compression con-
straint of 4% of the duration of the original video. Based
on this target value and knowing the total number of frames
that have been kept in the last step the frame rate can be
easily calculated. It happened to be a value that provides an
understandable summarization (i.e. not over accelerated).

In the general case, based on a fixed frame rate per second
the KI has to be chosen so that the visual activity on the
screen can be cognitively handled. In this case the compres-
sion rate is not fixed in advance, and more complex videos,
with a lot of visual activity, will have lower compression rates
than simple quiet ones. Further experimentation on the cog-
nitive visual capacity needs definitively to be performed, in
particular in the case of long term observation.

4. RESULTS ANALYSIS
In this Section, first the parameters that have been set

for our system are given. Afterwards, we recall the results
obtained in TRECVid BBC rush task and we propose an
analysis.

4.1 Parameters and thresholds
We used the same parameters and thresholds values for all

the test videos of the BBC rushes task. All the values were
determined empirically on test run on the development data
set. The choices of these values deserve further optimization.

• Number of selected frames by second. Sampling step
(from video to frames). Nr = 5.

• Width (in pixels) of the rejected band around the frame
(descriptors extraction). Np = 5.

• Number of frames used for detecting a shot boundary
(shot detection). Nb = 5.

• Minimal duration (in sec.) for a shot to be considered.
Kt = 4.0.

• Number of frames compared to value the beginning
and ending distances of shots. Nf = 3.

• Threshold of robustness for the detection (shot detec-
tion). Kf = 680.

• Look-ahead for shot comparisons. Ns = 3.

• Threshold of distance for shots. Ks = 132.

• Threshold for the informative distance of frames in a
shot. KI = 250.

• Maximum number of consecutive frames that can be
deleted during the adaptive acceleration of shots. Na =
15.

2Using again ffmpeg – http://ffmpeg.mplayerhq.hu/
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Table 1: Results for the BBC rushes task: LIP6 and all 24 teams
TT VT DU XD IN EA RE Build. time

(secs) (secs) (secs) (secs) (0 - 1) (1 - 5) (1 - 5) (secs)

Mean

LIP6 106.03 55.98 56.05 3.82 0.67 3.19 3.52 3983
Avg. (all) 93.17 51.86 50.53 9.33 0.49 3.19 3.65 3311
Max (all) 119.29 66.6 64.2 33.79 0.68 3.6 3.98 22630
Min (all) 61.73 28.36 26.08 -4.34 0.25 1.97 3.02 25

Median

LIP6 108.17 60.17 60.4 3.02 0.7 3.33 3.67 3646
Avg. (all) 93.77 55.51 53.89 8.01 0.48 3.21 3.65 3439
Max (all) 117.67 72 68 37.22 0.7 3.67 4 23629
Min (all) 52.5 28.67 26.1 -2.84 0.22 2 3 27

• Target final compression rate, provided by TRECVid:
4%.

4.2 Results
Using the above parameters we obtained the following

global results for the 42 test videos. Information on the
measure and assessment are based from the ACM workshop
by Paul Over and Alan Smeaton [7].

In Table 1, DU is the duration of the summary, XD is the
difference between target and actual summary size, TT is
the total time spent judging the inclusions, VT is the total
video play time (versus pause) judging the inclusions, IN
is the fraction of inclusions found in the summary, EA is
the answer to the question “was the summary easy to un-
derstand” (1:strongly disagree to 5:strongly agree), and RE
is the answer to the question “was there a lot of duplicate
video” (1: strongly agree - 5: strongly disagree). The aver-
age and median time to build a summary from a single video
are also indicated.

To compare our results, we recall the average, median,
and ranges for the 24 teams that participated to the BBC
rushes contest.

4.3 Discussion
The results of our approach are very promising.
First of all, it appears that our approach provides an ex-

tremely high fraction of inclusions found in the summary
(IN). It highlights the fact that our method preserves a high
level of information from the video. It is not so surprising
since (1) the stacking of shots and the focus-shot selection
preserves a maximum of information related to a scene; and
(2) the acceleration eliminates only redundant frames and
does not greatly modify the informative content of the shot.

The duration (DU) of our summary should correspond
by construction exactly to the 4% time constraint specified
in the challenge. It could be surprising to see that (XD),
the difference between the duration of our summary and
the expected duration (exactly 4%), although rather low, is
not zero. We think that this discrepancy may have been
caused by the video tool used to handle the videos (ffm-
peg) both when sampling from the original video and when
reconstructing the video from frames.

In our opinion, the total time spent (TT) and the total
video play time (VT) judging the inclusions are difficult to
interpret. In fact, such time depends upon a combination of
several factors (1) the duration of the summary; (2) the dif-
ficulty to understand the video (for instance in presence of a

visual montage when several shots are displayed simultane-
ously); (3) the number of inclusions that have been detected
in the summary - the more inclusions to asses to longer it
takes to do it; We think that the last point may be a good
explanation for the relative high TT value. Especially since
VT and DU are almost the same, indicating that the judge
almost did not replay any parts of the summary.

Our result on the understandability of the summary (EA)
is in the average showing that no particular usability en-
hancement is provided by our summary. The combination
of a fixed compression rate and the adaptive acceleration
may spoil the understandability of the scenes, displayed too
quickly.

Our result on the redundancy of the summary (RE) is just
below the average of all results and provides evidence of a
limited redundancy in summaries. This result is respectable
since we are comparing the selection process (here just the
stacking) with other methods that may focus on pure se-
lection, i.e. without acceleration. In fact, since we present
more selected rushes in a shorter period of time, we auto-
matically increase the chances of having more redundancies.
In any case, a better study of the thresholds and parameters
used in our approach may improve the results in terms of
redundancy.

The time to process a video should be considered only as
indicative. In fact, we used non optimized tools3 to extract
the HSV histograms. As a consequence, this step is very
time consuming: it represents around 99% of the whole pro-
cessing time. A simple and easy enhancement to reduce the
processing time is to program more efficiently this part, by
means of a more adapted computer language.

In order to measure the contribution of each of the two
successive summarization steps on Figure 1 we plot the re-
duction rate, in terms of frames, of the stacking against the
adaptive acceleration. Notice that we ignore the final uni-
form acceleration, used to obtain exactly the 4% compres-
sion rate, which is different for each summary. We observe
that the contribution depends on the video being summa-
rized. On the one hand, the reduction rate from the sam-
pled video to the list focal shots ranges from 23% to 85%.
This large interval implies that there are videos for which
the stacking is very efficient and videos for which it is not.
On the other hand, the reduction ratio for the acceleration
ranges from 7% to 27%, suggesting that this technique is

3Perl scripts written with Perl-Magick -
http://www.imagemagick.org/script/perl-magick.php
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Figure 1: Reduction ratios: stacking vs acceleration.

effective for summarizing, especially since it preserves the
informative content. However, there is a limit in the human
perception and understanding, which implies a limit in the
acceleration rate.

5. CONCLUSION
When witnessing the great increase of video data avail-

able, it becomes clear that summarization is one of the great
challenges ahead.

The TRECVid challenge 2007 was an excellent opportu-
nity to compare several approaches of teams from around the
world. It focused on the particular case of summarization
of video rushes, which is generic and hybrid one-document
multi-document assignment.

Our straightforward approach consisting on two comple-
mentary actions, first selection by stacking shots and then
adaptive acceleration of the playback, offers interesting pre-
liminary results. Both methods were specifically developped
for the challenge. Even if they can be used separately, the
quality of the results benefits mainly of the combination.
In particular, it provides excellent proportions of inclusions
found in an easy to understand summary, while keeping av-
erage perception of redundancy and with judge’s playing
times close to the summary duration.

If the stacking approach is rushes’ specific, the adaptive
acceleration can be applied to any video. Future work will
focus on this last aspect.
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